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Ed Forum

• Can Method of multipliers, and ADMM handle inequality constraints, or it only 
deal with equality constraints? 

• On slide 38, it says that "the choice of lambda can greatly change 
performance". If that's the case, then what are the ways one can go about 
choosing a proper lambda? 

• I am still not sure about how to develop distributed algorithms, as it seemed that 
the process could be broken down into only two parts (consensus optimization 
with x and z being separate vector operations). Is there way to distribute the 
algorithms over more than just two parts?
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Recap



Operator splitting
Main idea
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We would like to solve
<latexit sha1_base64="vqndtvFvwTwL/46bd01qLHxV/Tg="></latexit>

0 ∈ F (x) F

Split the operator
<latexit sha1_base64="6rQVFVh+MNf5k26cUXdQ8FBndPQ="></latexit>

F = A+B, A B

Solve by evaluating
<latexit sha1_base64="ExPUikKhXjAZAJS5W+snzAjX5bs="></latexit>

RA = (I +A)−1

RB = (I +B)−1
or

<latexit sha1_base64="yCTwZbpPAjCZdSftEBsiFLKP6VI="></latexit>

CA = 2RA − I

CB = 2RB − I

<latexit sha1_base64="PWycfs3Op5PX+DS4LhxzBVdjces="></latexit>

RA RB RF



Properties

Forward-backward splitting

5

Iterations

forward stepresolvent

Properties
<latexit sha1_base64="c43qK4lqPT5WsLUvCc2875aawNo="></latexit>

RtB 1/2
A µ I − 2µA
⇒ I − tA t ∈ (0, 2µ)

A B

<latexit sha1_base64="sEfpEpT9znVDh4oNFdxplGLeE7Y="></latexit>

x
k+1 = RtB(I − tA)(xk)



Proximal gradient descent as forward-backward splitting

6

<latexit sha1_base64="0TMeqJF4q08zLhSg89NmAxSTfEM="></latexit>

f L

g

<latexit sha1_base64="3K0OrSH3RAcIOJzagZGb2cnB7HY="></latexit>

f(x) + g(x)

<latexit sha1_base64="dzu/JcmJbwaLu04UJUfDzgRN2Kg="></latexit>

rf (1/L) ∂g

<latexit sha1_base64="yuU6+gnS0nQvgdXDs+ffhRa5fkc="></latexit>

xk+1 = Rt∂g(I � trf)(xk)

= proxtg(x
k
� trf(xk))

Proximal gradient descent

Remarks
<latexit sha1_base64="qNXWZWO5EUt/fU35vaow9T+AXKc="></latexit>

t ∈ (0, 2/L)
f g

g = IC



DR iterations

Simplified iterations of Douglas-Rachford splitting
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1 Swap iterations and counter
<latexit sha1_base64="wxq+5wxjIJ1RSvgeLjJDvAAm+Jw="></latexit>

w
k+1 = w

k +RA(2z
k
− w

k)− z
k

z
k+1 = RB(w

k+1)

<latexit sha1_base64="iIjWegAaVV2C6H4FkVzdNU+dbS8="></latexit>

x
k+1

<latexit sha1_base64="Y+bf7F6wdUumvCpnu5KZYgTVZq4="></latexit>

x
k+1 = RA(2z

k
− w

k)

w
k+1 = w

k + x
k+1

− z
k

z
k+1 = RB(w

k+1)

<latexit sha1_base64="DEPG8z5/JZKjwZV/gcgG0dgQJ08="></latexit>

x
k+1 = RA(2z

k
− w

k)

z
k+1 = RB(w

k + x
k+1

− z
k)

w
k+1 = w

k + x
k+1

− z
k

<latexit sha1_base64="eZ0/d9485O4ciXALHj5s+iv3pq4="></latexit>

w
k+1

<latexit sha1_base64="GgZkA/ZhyCr93/8b4+oSQrY70l0="></latexit>

u
k
= w

k
− z

k

<latexit sha1_base64="oljhzM0uC0PKxhT8yjbC67oEukg="></latexit>

x
k+1 = RA(z

k
− u

k)

z
k+1 = RB(x

k+1 + u
k)

u
k+1 = u

k + x
k+1

− z
k+1

<latexit sha1_base64="Eqr8cK4y3IAtjJK9Jm18+v1eTnk="></latexit>

z
k+1 = RB(w

k)

w
k+1 = w

k +RA(2z
k+1

− w
k)− z

k+1



Douglas-Rachford splitting

8

Remarks
<latexit sha1_base64="FCbQN04kQqJu9G333Vpl66iZbAA="></latexit>

A B

A B RA RB

Simplified iterations

running sum of 
residuals

Interpretation as 
integral control<latexit sha1_base64="UTUS6YSCkpN86HqO0tD7llnwzkU="></latexit>

u
k

<latexit sha1_base64="nbON1zmuadLEll4UiCuqSLYJdko="></latexit>

x
k+1

− z
k+1<latexit sha1_base64="oljhzM0uC0PKxhT8yjbC67oEukg="></latexit>

x
k+1 = RA(z

k
− u

k)

z
k+1 = RB(x

k+1 + u
k)

u
k+1 = u

k + x
k+1

− z
k+1



Alternating direction method of multipliers (ADMM)
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<latexit sha1_base64="3K0OrSH3RAcIOJzagZGb2cnB7HY="></latexit>

f(x) + g(x)

Proximal iterations
ADMM iterations

<latexit sha1_base64="yo721PCSi5Z1GHzMP3aEbyaCOP4="></latexit>

xk+1 = argmin
x

�

λf(x) + (1/2)kx� zk + ukk2
�

zk+1 = argmin
z

�

λg(x) + (1/2)kz � xk+1 � ukk2
�

uk+1 = uk + zk+1 � xk+1

<latexit sha1_base64="nt6n0/GZ2/kyuwapf1FuYlA+gxY="></latexit>

x
k+1 = proxλf (z

k
− u

k)

z
k+1 = proxλg(x

k+1 + u
k)

u
k+1 = u

k + x
k+1

− z
k+1

Remarks
<latexit sha1_base64="wdwPUGz6TXqurW9EUvfEAQyX0wQ="></latexit>

λ > 0

λ

Oe☒f£I+☒g
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Today’s lecture
[Chapter 3, COAC][Section 2.2, ILCO][Chapter 1, FMO]

First-order methods acceleration 

• Lower bounds


• Acceleration


• Interpretation and examples  

Recap of nonlinear optimization

10



Lower bounds



Sublinear convergence rates

12

Gradient descent Proximal gradient
<latexit sha1_base64="GtV+JyYNmUl69ROICE3Uuf+cK9g="></latexit>

xk+1 = proxtg(x
k
− t∇f(xk))

<latexit sha1_base64="WyDpfevunCf0qIgECKKFWO2yEm0="></latexit>

xk+1 = xk
− t∇f(xk)

<latexit sha1_base64="zRrY7SU3Sxfrvg5N0LtKs1KcqHE="></latexit>

L f

<latexit sha1_base64="DbhaxdL5NyQrwaYtzSyFHoZFA6M="></latexit>

f(xk)− f(x⋆) ≤
‖x0 − x⋆‖2

2

2tk

Convergence
<latexit sha1_base64="IfjSJOJZIBlvgtnncgMv8G8++vI="></latexit>

O(1/k)
<latexit sha1_base64="gOigpmv6gV/rQ9a15L+ZWsVCeYs="></latexit>

O(1/ε)

distance

iterations

Can we do better?

☐



Lower bounds

13

First-order methods

<latexit sha1_base64="8MQsTG6YAqk6kTWy0SHreyNo4YM="></latexit>

xk+1
∈ x0 + span{∇f(x0),∇f(x1), . . . ,∇f(xk)}

Any algorithm that selects

it ' = ✗
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Lower bounds

13

First-order methods

<latexit sha1_base64="8MQsTG6YAqk6kTWy0SHreyNo4YM="></latexit>

xk+1
∈ x0 + span{∇f(x0),∇f(x1), . . . ,∇f(xk)}

Any algorithm that selects

Theorem (Nesterov ’83)

<latexit sha1_base64="N9qzQTSd7S1sS72kz45a0cwBQrc="></latexit>

f(xk)− f(x⋆) ≥
3L

32(k + 1)2
‖x0 − x⋆‖2

<latexit sha1_base64="/gBObtEGySyax2IGD/0VrnzQfYw="></latexit>

k ≤ (n−1)/2 L f



Lower bounds

13

First-order methods

<latexit sha1_base64="8MQsTG6YAqk6kTWy0SHreyNo4YM="></latexit>

xk+1
∈ x0 + span{∇f(x0),∇f(x1), . . . ,∇f(xk)}

Any algorithm that selects

<latexit sha1_base64="/0xSXz4kvi7YjseUxH1QrHcT790="></latexit>

O(1/k2)distance

iterations
<latexit sha1_base64="hY/oC0QWGz/qzFarIANsTK1JH1U="></latexit>

O(1/
√

ε)

Theorem (Nesterov ’83)

<latexit sha1_base64="N9qzQTSd7S1sS72kz45a0cwBQrc="></latexit>

f(xk)− f(x⋆) ≥
3L

32(k + 1)2
‖x0 − x⋆‖2

<latexit sha1_base64="/gBObtEGySyax2IGD/0VrnzQfYw="></latexit>

k ≤ (n−1)/2 L f



Lower bound proof

14

<latexit sha1_base64="KpxeeGV0056hqVRgbn4qPWpKyFk="></latexit>

f(x) =
L

4

(

1

2
xTAx− eT

1
x

)

<latexit sha1_base64="Tr0Dcqjf5WsEkriiinaTD6/h4dM="></latexit>

∇f(x) =
L

4
(Ax− e1)

<latexit sha1_base64="r/h8C/Y0kHsEAiGb0zqYEucoSHA="></latexit>

f L

x? x?

i
= 1�

i

n+ 1
rf(x?) = 0!Ax? = e1

f(x?) = �
L

8

n

n+ 1
kx?k2 

n+ 1

3



Lower bound proof

14

<latexit sha1_base64="KpxeeGV0056hqVRgbn4qPWpKyFk="></latexit>

f(x) =
L

4

(

1

2
xTAx− eT

1
x

)

<latexit sha1_base64="Tr0Dcqjf5WsEkriiinaTD6/h4dM="></latexit>

∇f(x) =
L

4
(Ax− e1)

Gilbert Strang (MIT) 
“cupcake matrix”

<latexit sha1_base64="h0xk/789G7q/bvlmsvqBTNhdtpU="></latexit>

A =



















2 −1

−1 2 −1

−1 2 −1

−1 2



















, e1 = (1, 0, . . . , 0)

<latexit sha1_base64="r/h8C/Y0kHsEAiGb0zqYEucoSHA="></latexit>

f L

x? x?

i
= 1�

i

n+ 1
rf(x?) = 0!Ax? = e1

f(x?) = �
L

8

n

n+ 1
kx?k2 

n+ 1

3

=

←

I



Lower bound proof

15

Iterates
<latexit sha1_base64="Dom7jpmNQO3SIv8wTEjhFN+eRHY="></latexit>

x0 = 0 xk
2 span{rf(x0), . . . ,rf(xk−1)} = span{e1, . . . , ek}

IfGil = -4¢ e. 2

☒flat_-§(a→-



Lower bound proof

15

Iterates

Upper bound
<latexit sha1_base64="+xGWRHRGCd8+hnyNfX0mWHCqA7s="></latexit>

f(xk) ≥ min
x∈span{∇f(x0),...,∇f(xk−1)}

f(x) = min
xk+1=···=xn=0

f(x) = −
L

8

k

k + 1

<latexit sha1_base64="Dom7jpmNQO3SIv8wTEjhFN+eRHY="></latexit>

x0 = 0 xk
2 span{rf(x0), . . . ,rf(xk−1)} = span{e1, . . . , ek}

Cc =L
, 0,0 - - - - )

ez = 6,110 - - - - - )

8

=



Lower bound proof

15

Iterates

Upper bound
<latexit sha1_base64="+xGWRHRGCd8+hnyNfX0mWHCqA7s="></latexit>

f(xk) ≥ min
x∈span{∇f(x0),...,∇f(xk−1)}

f(x) = min
xk+1=···=xn=0

f(x) = −
L

8

k

k + 1

<latexit sha1_base64="GGgDpLxpQSzaP9BE/n/97NH1+gY="></latexit>

f(xk)− f(x⋆)

‖x0 − x⋆‖2
≥

L

8

(

−
k

k + 1
+

2k + 1

2k + 2

)

/

(

2k + 2

3

)

=
3L

32(k + 1)2

<latexit sha1_base64="vMUD8dQmX0P6w1wXqtnKFS3mJlA="></latexit>

k ≈ n/2 n = 2k + 1

<latexit sha1_base64="Dom7jpmNQO3SIv8wTEjhFN+eRHY="></latexit>

x0 = 0 xk
2 span{rf(x0), . . . ,rf(xk−1)} = span{e1, . . . , ek}

⇐7T€



Convergence rates

16Can we achieve the lower bound?

10 20 30 40 50
k

10−10

10−8

10−6

10−4

10−2

100

e(
x
k
)

1/
√

k (sublinear)

1/k (sublinear)

1/(k2) (lower bound)

0.5k (linear)

I



Acceleration



Momentum

18

Gradient descent
<latexit sha1_base64="28ik6HcQ72fS1cak5YICzck6OW4="></latexit>

x
⋆

<latexit sha1_base64="WyDpfevunCf0qIgECKKFWO2yEm0="></latexit>

xk+1 = xk
− t∇f(xk)



Momentum

18

Gradient descent
<latexit sha1_base64="28ik6HcQ72fS1cak5YICzck6OW4="></latexit>

x
⋆

<latexit sha1_base64="WyDpfevunCf0qIgECKKFWO2yEm0="></latexit>

xk+1 = xk
− t∇f(xk)

Adding momentum

<latexit sha1_base64="28ik6HcQ72fS1cak5YICzck6OW4="></latexit>

x
⋆

<latexit sha1_base64="qTXSLQO+31AzqGPDB8iNUVTq/48="></latexit>

xk+1 = yk � trf(yk)

yk+1 = xk+1 + βk(x
k+1

� xk)

momentum



Nesterov momentum

19

<latexit sha1_base64="da+s+SrcMuc7j8jyxgLPVYjOKs8="></latexit>

xk+1 = yk � trf(yk)

yk+1 = xk+1 +
k

k + 3
(xk+1

� xk)

Properties

<latexit sha1_base64="K6bA+4Ss06jWFlEZ1ATwHjpdH1Y="></latexit>

f(xk+1) > f(xk)



Accelerated proximal gradient method

20

<latexit sha1_base64="3K0OrSH3RAcIOJzagZGb2cnB7HY="></latexit>

f(x) + g(x)

<latexit sha1_base64="80Q3v1uCd6fm8tm9uWK/WC3VuYQ="></latexit>

f(x)
g(x)

Iterations
<latexit sha1_base64="nuMxEMlsTzeOr6TBpap1YbLIYbo="></latexit>

y0 = x0 λk+1 =
1 +

p

1 + 4λ2
k

2

<latexit sha1_base64="6VEmZyMVnAQ8lfr5ihurPOOyvHc="></latexit>

g(x) = 0

<latexit sha1_base64="9mwvIz04kDtIwDo2jVbBIT5nbkE="></latexit>

xk+1 = proxtg

�

yk � trf(yk)
�

yk+1 = xk+1 +
λk � 1

λk+1

(xk+1
� xk)



Proximal gradient and Nesterov weights

21

<latexit sha1_base64="AW1cNtRm476I00W9Pci6eMA+Q34="></latexit>

λk+1 =
1 +

√

1 + 4λ2
k

2

<latexit sha1_base64="3c8fsZNXu0DYceUN/vOnH7J5plw="></latexit>

λ0 = 1

<latexit sha1_base64="qFeEVCqgLCeky5TZAGNhKDtx0dQ="></latexit>

λk − 1

λk+1

≈

k

k + 3
k → ∞

0 10 20 30 40 50
k

0.0

0.2

0.4

0.6

0.8

1.0

1.2

k/(k + 3)

(λk − 1)/λk+1

-5



Convergence rate for accelerated proximal gradient method

22

<latexit sha1_base64="3K0OrSH3RAcIOJzagZGb2cnB7HY="></latexit>

f(x) + g(x)

Theorem

<latexit sha1_base64="XGlGbn5f5elTWeKmO36wOgSg98E="></latexit>

f(xk)− f(x⋆) ≤
2‖x0 − x⋆‖2

t(k + 1)2

<latexit sha1_base64="Lu5LVJmk/oqquuDRImj6IJSiGvQ="></latexit>

f(x) L

g(x)

<latexit sha1_base64="snMQzIK4/XaEm6gIzhyvYWT44zI="></latexit>

t ≤ (1/L)



Convergence rate for accelerated proximal gradient method

22

<latexit sha1_base64="3K0OrSH3RAcIOJzagZGb2cnB7HY="></latexit>

f(x) + g(x)

Theorem

<latexit sha1_base64="XGlGbn5f5elTWeKmO36wOgSg98E="></latexit>

f(xk)− f(x⋆) ≤
2‖x0 − x⋆‖2

t(k + 1)2

<latexit sha1_base64="Lu5LVJmk/oqquuDRImj6IJSiGvQ="></latexit>

f(x) L

g(x)

Proof
[Thm 4.4, A Fast Iterative Shrinkage-Thresholding Algorithm for Linear Inverse Problems, Beck, Teboulle]

<latexit sha1_base64="snMQzIK4/XaEm6gIzhyvYWT44zI="></latexit>

t ≤ (1/L)



Convergence rate for accelerated proximal gradient method

22

<latexit sha1_base64="3K0OrSH3RAcIOJzagZGb2cnB7HY="></latexit>

f(x) + g(x)

Theorem

<latexit sha1_base64="XGlGbn5f5elTWeKmO36wOgSg98E="></latexit>

f(xk)− f(x⋆) ≤
2‖x0 − x⋆‖2

t(k + 1)2

<latexit sha1_base64="Lu5LVJmk/oqquuDRImj6IJSiGvQ="></latexit>

f(x) L

g(x)

Proof
[Thm 4.4, A Fast Iterative Shrinkage-Thresholding Algorithm for Linear Inverse Problems, Beck, Teboulle]

<latexit sha1_base64="snMQzIK4/XaEm6gIzhyvYWT44zI="></latexit>

t ≤ (1/L)

Note

<latexit sha1_base64="WKL/8tWLHbMLVITzi+RrmWBJIbY="></latexit>

λk ≥
k + 2

2
λ
2
k+1 ≤ λk+1 − λ

2
k

<latexit sha1_base64="IwDz0TSkXxqKsNDvOm79a/UPGT8="></latexit>

(λk − 1)/λk+1

" F



Convergence rate for accelerated proximal gradient method
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<latexit sha1_base64="XGlGbn5f5elTWeKmO36wOgSg98E="></latexit>

f(xk)− f(x⋆) ≤
2‖x0 − x⋆‖2

t(k + 1)2

<latexit sha1_base64="QW9VSbWtUnbqrBgkZU/SPBpPRHY="></latexit>

O(1/k2) O(1/
√

✏)

prox

<latexit sha1_base64="3K0OrSH3RAcIOJzagZGb2cnB7HY="></latexit>

f(x) + g(x)

<latexit sha1_base64="Lu5LVJmk/oqquuDRImj6IJSiGvQ="></latexit>

f(x) L

g(x)



Examples and interpretations



ODE interpretation

25

<latexit sha1_base64="da+s+SrcMuc7j8jyxgLPVYjOKs8="></latexit>

xk+1 = yk � trf(yk)

yk+1 = xk+1 +
k

k + 3
(xk+1

� xk)

<latexit sha1_base64="nXHCANvJYXKhzDAEcLUdXSAaH1A="></latexit>

Ẍ(τ) +
3

τ

Ẋ(τ) +∇f(X(τ)) = 0

<latexit sha1_base64="gAhkUiDe12vEyiX7rAJiMMOYWAo="></latexit>

x
k ≈ X(k

√
t) = X(τ)

<latexit sha1_base64="pa2SpMsHu4cRgKplR/nMfLbGP8c="></latexit>

t → 0

Nesterov acceleration



ODE interpretation

25

<latexit sha1_base64="da+s+SrcMuc7j8jyxgLPVYjOKs8="></latexit>

xk+1 = yk � trf(yk)

yk+1 = xk+1 +
k

k + 3
(xk+1

� xk)

<latexit sha1_base64="nXHCANvJYXKhzDAEcLUdXSAaH1A="></latexit>

Ẍ(τ) +
3

τ

Ẋ(τ) +∇f(X(τ)) = 0

<latexit sha1_base64="gAhkUiDe12vEyiX7rAJiMMOYWAo="></latexit>

x
k ≈ X(k

√
t) = X(τ)

<latexit sha1_base64="pa2SpMsHu4cRgKplR/nMfLbGP8c="></latexit>

t → 0

<latexit sha1_base64="7MhwhiBCpIklIWV59UHYLEbp6N8="></latexit>

−

3

τ

Ẋ

Time-varying  
damping

<latexit sha1_base64="a6N0J/Kl4hSi4Ml9hw12pHOVTPs="></latexit>

−∇f(X)Spring

damping  
coefficient

Nesterov acceleration



ODE interpretation

25

<latexit sha1_base64="da+s+SrcMuc7j8jyxgLPVYjOKs8="></latexit>

xk+1 = yk � trf(yk)

yk+1 = xk+1 +
k

k + 3
(xk+1

� xk)

<latexit sha1_base64="nXHCANvJYXKhzDAEcLUdXSAaH1A="></latexit>

Ẍ(τ) +
3

τ

Ẋ(τ) +∇f(X(τ)) = 0

<latexit sha1_base64="gAhkUiDe12vEyiX7rAJiMMOYWAo="></latexit>

x
k ≈ X(k

√
t) = X(τ)

<latexit sha1_base64="pa2SpMsHu4cRgKplR/nMfLbGP8c="></latexit>

t → 0

<latexit sha1_base64="7MhwhiBCpIklIWV59UHYLEbp6N8="></latexit>

−

3

τ

Ẋ

Time-varying  
damping

<latexit sha1_base64="a6N0J/Kl4hSi4Ml9hw12pHOVTPs="></latexit>

−∇f(X)Spring

damping  
coefficient

[A Differential Equation for Modeling Nesterov’s Accelerated Gradient Method: Theory and Insights, Su, Boyd, Candes]

<latexit sha1_base64="32JE7gRfNjE+I4PcFzyHHE2bA7c="></latexit>

3
O(1/τ2)

Nesterov acceleration



Example: Lasso without linear convergence
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Fast Iterative Soft Thresholding Algorithm (FISTA)
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Typical rippling behavior 
(not a descent method)



Image deblurring
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More sophisticated accelerations

29

[Fast Alternating Direction Optimization Methods, Goldstein, O’Donoghue, Setzer, Baraniuk]

Acceleration can also be applied also to ADMM

Improved 
convergence rate
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[Fast Alternating Direction Optimization Methods, Goldstein, O’Donoghue, Setzer, Baraniuk]

Acceleration can also be applied also to ADMM

Improved 
convergence rate
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Momentum with restarts  
(reset momentum when it makes 

small progress)

Other algorithms

Nonlinear acceleration

[Acceleration Methods, d'Aspremont, Scieur, Taylor]


(e.g., Anderson Acceleration)

Adaptively pick weights by solving 
a small optimization problem  

(usually least-squares)



Momentum intuition and much more

30
https://distill.pub/2017/momentum/

All deep learning optimization 
algorithms 

are based on  
Momentum/Acceleration:  

 

RMSprop, AdaGrad, Adam, etc.



Summary of nonlinear optimization
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Optimality conditions
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Optimality conditions
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0 ∈ ∂f(x?)

General 
Necessary

Convex 
Necessary and sufficient

First order methods: Moderate accuracy on Large-scale data
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Convergence rates

33

Typical rates 
(gradient descent, proximal gradient, ADMM, etc.)
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Convergence rates
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Typical rates 
(gradient descent, proximal gradient, ADMM, etc.)
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Operator theory
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First-order methods

34

• Gradient/subgradient method


• Forward-backward splitting (proximal algorithms)


• Accelerated forward-backward splitting


• Douglas-Rachford splitting (ADMM)


• Interior-point methods (not covered)

Per-iteration 
cost

Number of 
iterations



First-order methods

34

• Gradient/subgradient method


• Forward-backward splitting (proximal algorithms)


• Accelerated forward-backward splitting


• Douglas-Rachford splitting (ADMM)


• Interior-point methods (not covered)

Large-scale systems


• start with feasible method with cheapest per-iteration cost


• if too many iterations, transverse down the list

Per-iteration 
cost

Number of 
iterations



Acceleration in nonlinear optimization 

Today, we learned to:


• Derive lower bounds on cost optimality for first-order methods


• Accelerate first-order algorithms by adding momentum term


• Apply acceleration schemes to get the best possible convergence


• Select the appropriate algorithms to apply in large-scale optimization

35



Next lecture

• Extensions and nonconvex optimization

36


