
Bartolomeo Stellato — Fall 2021

ORF522 – Linear and Nonlinear Optimization
15. Subgradient methods



Ed Forum

• Can similar convergence results be made for stochastic gradient descent? 


• In backtracking line search, do we choose and fix α and β for each iteration, 
and if so, what is the interpretation/significance of the value chosen? 


• For the first-order characterization (Lipschitz continuous gradient) for L-
smoothness of convex functions, how should I show that it is necessary and 
sufficient (if a convex function is L-smooth, then it has Lipschitz continuous 
gradient?
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Recap



Equivalent L-smoothness conditions

4

<latexit sha1_base64="0OO3RVj0kkoy8aHQpRqBwXb0pHE="></latexit>

krf(x)�rf(y)k2  Lkx� yk2, 8x, y

f(y)  f(x) +rf(x)T (y � x) + L

2
ky � xk2, 8x, y

r2f(x) � LI, 8x

Detailed proofs: Theorem 5.8 and 5.12 FMO book

<latexit sha1_base64="jLSvTnQMUW6v4ytI5EM2L/DbvBQ="></latexit>

f L



Backtracking line search
Iterations

5

<latexit sha1_base64="BcyZgKeoheijdYL16PhhlHw3Lnw="></latexit>

t

<latexit sha1_base64="RbWYb9I0BUHuOAXxc9+ig4ZWJsk="></latexit>

f(xk
− t∇f(xk))

<latexit sha1_base64="NgF6y2+mSOcpCuntfs8VlZichQY="></latexit>

0

<latexit sha1_base64="wrLYYv3693L5rGMKzwSEkKVKsyk="></latexit>

f(xk)− t‖∇f(xk)‖2
2

<latexit sha1_base64="CPpswKRxLCtpQ2mvVhp0mbYPhPg="></latexit>

f(xk)− αt‖∇f(xk)‖2
2

admissible

<latexit sha1_base64="LV8bQQXbXwZuP+JRIgfzYvVMKts="></latexit>

f(xk � trf(xk)) > f(xk)� αtkrf(xk)k2
2

t βt

<latexit sha1_base64="K+jzjofLRZMFhBEYSlRYYGtJ+lY="></latexit>

t = 1, 0 < α ≤ 1/2, 0 < β < 1



Slow convergence
Very dependent on scaling

6

<latexit sha1_base64="zJCc/BE93wDxxiZ6zGURufd90cg="></latexit>

f(x) = (x2

1
+ 20x2

2
)/2

Slow convergence Faster

<latexit sha1_base64="q3ooUeUBZZjr4f2++yZGr3iv4Ow="></latexit>

f(x) = (x2

1
+ 2x2

2
)/2



Non-differentiability
Wolfe’s example

7

In general: gradient descent cannot handle non-differentiable 
functions and constraints

<latexit sha1_base64="DWnWyZAs0bOu5zIMp3P/j1lsphE="></latexit>

f(x) =











√

x2

1
+ γx2

2
|x2| ≤ x1

x1 + γ|x2|√
1 + γ

|x2| > x1

<latexit sha1_base64="cr1LwAjS+NcC670+jvEF5rtfcN8="></latexit>

x = (0, 0)
−2 0 2 4

−2

0

2



Today’s lecture
[Chapter 3 and 8, FMO][ee364b][Chapter 3, ILCO]

Subgradient methods 

• Geometric definitions


• Subgradients


• Subgradient calculus


• Optimality conditions based on subgradients


• Subgradient methods

8



Geometric definitions



Supporting hyperplanes

10

<latexit sha1_base64="7hf4StGHQC0jDT9ej/uILmD0Exk="></latexit>

C x C

{z | aT z = aTx}

aT (y − x) ≤ 0, ∀y ∈ C

<latexit sha1_base64="329RPDWFo+S+ETEx111xqQHdpDU="></latexit>

C

<latexit sha1_base64="gX9asBgx7vfDa24ygw4K78x9Z7w="></latexit>

x

<latexit sha1_base64="JOkZAmAtNC0MlFcmmqpSjEAdGPA="></latexit>

a



Function epigraph

11

<latexit sha1_base64="4bQR3iaTQ73ny3hzJ2vSkKyGgEs="></latexit>

epi f = {(x, t) | x ∈ dom f, f(x) ≤ t}

<latexit sha1_base64="K5TRoHFgEnG2AGN5VYeVkk9QDyI="></latexit>

epi f

<latexit sha1_base64="kiwrewb6d2wcUZfng6Y3GHb3ZtI="></latexit>

f

<latexit sha1_base64="k67xm8Ewwzeo0dBpvU4qoXYimkI="></latexit>

f epi f



Sublevel sets

12

<latexit sha1_base64="aKgqWD8nAreq44vyuotERI7+oAA="></latexit>

Cα = {x ∈ dom f | f(x) ≤ α}

<latexit sha1_base64="PS7qlwaKkbi2e2AWD8TRJLVojuo="></latexit>

Cα
<latexit sha1_base64="jGWjnHrFiMVUKzjvAYSR7qwSIZM="></latexit>

f Cα ∀α

<latexit sha1_base64="HfgZQsCcYsSdLsaRXYhaRBe5e/A="></latexit>

f(x) = −ex



Subgradients



Gradients and epigraphs

14

<latexit sha1_base64="Z9Z3xtc8i8BeiXyKls49D/93uvQ="></latexit>

f

<latexit sha1_base64="TVLA/UtpsWUC3vl2HmFQGzui2Z8="></latexit>

f(y) ≥ f(x) +∇f(x)T (y − x), ∀y ∈ dom f

<latexit sha1_base64="OrHAiiAt8fvAIdTFw7jLG385fHA="></latexit>

[

∇f(x)

−1

]T ([

y

t

]

−

[

x

f(x)

])

≤ 0, ∀(y, t) ∈ epi f

<latexit sha1_base64="Xi3BlAtXrMWUMpDU4X5UwUsogLo="></latexit>

(rf(x),�1)
f (x, f(x))

<latexit sha1_base64="Kbmz2zrUglsWMVxXiwEzhwm+PBY="></latexit>

(x, f(x))

<latexit sha1_base64="K5TRoHFgEnG2AGN5VYeVkk9QDyI="></latexit>

epi f

<latexit sha1_base64="71rcXIs071Aqc8c20w2fYiLawlQ="></latexit>

(∇f(x),−1)



Subgradient

15

<latexit sha1_base64="FgYCOhX2IPV+K7yaIZCD0dutlYg="></latexit>

g f x
<latexit sha1_base64="qLcJmh6lWQGG+TwlF9gEa/23qpY="></latexit>

f(y) ≥ f(x) + gT (y − x), ∀y

<latexit sha1_base64="SRK4MUsM3S4pdh3i4IcOo2314BU="></latexit>

(x1, f(x1))
<latexit sha1_base64="oQ/tJjOOhXRtN11soGrUxXNZD/w="></latexit>

(x2, f(x2))

<latexit sha1_base64="gsg1C4IZhqeSl2nMQL8bvBtKJjo="></latexit>

f(x1) + gT
1
(x− x1)

<latexit sha1_base64="2MEvcouF/KCEihLaQely24t1xww="></latexit>

f(x)

<latexit sha1_base64="BTrikpgk5SV2aXhxdOV1Dug/d2E="></latexit>

f(x2) + gT
2
(x− x2)

<latexit sha1_base64="HZVwwuz+9twk2ZvbzMj5GZLke3A="></latexit>

f(x2) + gT
3
(x− x2)



Subgradient properties

16

<latexit sha1_base64="UabpWDQXASFHgfEW13oDqBGPZ/Q="></latexit>

g f x (g,−1)
epi f (x, f(x))

<latexit sha1_base64="oOppo/k2u38HmLZFmZoKHjz5nmc="></latexit>

g f f(x) + gT (y − x)
f

<latexit sha1_base64="JNxeMoFk91kUHrsEPreB8/2bmiQ="></latexit>

f rf(x)
f x

<latexit sha1_base64="K5TRoHFgEnG2AGN5VYeVkk9QDyI="></latexit>

epi f

<latexit sha1_base64="qhUMC3BFPpGo8Ot9kBKRIjQ7zGA="></latexit>

(g1,−1)
<latexit sha1_base64="vEt1ZzWG7qJ8TBbJammR/M+rWzQ="></latexit>

(g2,−1)

<latexit sha1_base64="oL6vt47SRlGeeWojVTFkUvJ4SuA="></latexit>

(g3,−1)



(Sub)gradients and sublevel sets

17

<latexit sha1_base64="w1IcsNLDlMh8kvLs3FMGGWHje3c="></latexit>

g f f(y) ≥ f(x) + gT (y − x)
<latexit sha1_base64="OC+T1E0W54fvzzFiP/nlMAFMHj0="></latexit>

f(y) ≤ f(x) gT (y − x) ≤ 0

<latexit sha1_base64="Frl/jqI5tlidwmNIltw3E2f5JpM="></latexit>

f x

rf(x) {y | f(y)  f(x)}

<latexit sha1_base64="B1UIMJGOTWHZzVRGtK7i//RHTAQ="></latexit>

f x

x

<latexit sha1_base64="B0T/kk3F7zpeVP1JoSLMsGwQHHE="></latexit>

x0

<latexit sha1_base64="2LOuxMJFE/EfrazBdvaGOPzTiMI="></latexit>

x1

<latexit sha1_base64="y3Osl+cyoCJlaAtQWEuJWsBgdvw="></latexit>

∇f(x1)

<latexit sha1_base64="LvzZIAp1DsZo1qbNtVV08470HI4="></latexit>

g ∈ ∂f(x0)

<latexit sha1_base64="z+aY3ctznVEO3mtBmpWaQ/aIGeo="></latexit>

f(y) ≤ f(x)



Subdifferential

18

<latexit sha1_base64="PBmRLMf5U8Zy3i+9NA/VxIAo60g="></latexit>

∂f(x) f x

Properties
<latexit sha1_base64="enzUb2yqQlXwXBzcI9BgaFGqGlE="></latexit>

∂f(x) f

∂f(x) 6= ;, 8x f

f x ∂f(x) = {rf(x)}

f ∂f(x) = {g} f x g = rf(x)

<latexit sha1_base64="RdDBem4SiabH2hPFuEYCyYss44Y="></latexit>

∂f(x) = {g | gT (y − x) ≤ f(y)− f(x), ∀y ∈ dom f}



Example

19

f (x)

x

∂f (x)

x

Absolute value

<latexit sha1_base64="KzEVHPRTc9PUaczgHbfYoRUKM8Y="></latexit>

f(x) = |x|

<latexit sha1_base64="TM3InXpuswfaXzg2B4P839CXp0k="></latexit>

∂f(x) =











{−1} x < 0

[−1, 1] x = 0

{1} x > 0

=

{

sign(x) x "= 0

[−1, 1] x = 0



Subgradient calculus



Subgradient calculus

21

<latexit sha1_base64="IZ9SDJ8+ExPZlqOdEZ4bBP4luIQ="></latexit>

g ∈ ∂f(x)

<latexit sha1_base64="hnAvrK4vxOqYxYjv4PdrgdvgrIY="></latexit>

∂f(x) Hard

Easy

<latexit sha1_base64="mKuY0QoxqyJEPqsxatlznMuCFjk="></latexit>

g x



Basic rules

22

<latexit sha1_base64="EGAiuuv+cmhOXNkeHG9q76NKsS4="></latexit>

∂(αf) = α∂f α > 0

<latexit sha1_base64="J1rcV1El7SQ25lCIXyKJC1umWpI="></latexit>

∂(f1 + f2) = ∂f1 + ∂f2

<latexit sha1_base64="NBXa6Wl1GF+V9VFyHE6gjuh73aI="></latexit>

f(x) = h(Ax+ b)

∂f(x) = AT
∂h(Ax+ b)



Basic rules

23

Pointwise maxima

<latexit sha1_base64="0HDQ0b4Ek2Y2vqrVYVwpsJSrX9s="></latexit>

S fs s

<latexit sha1_base64="3lF/Xetkv85TOvkcRNj6MwIYCS4="></latexit>

f(x) = max
s∈S

fs(x)

∂f(x) ⊇ conv

⇣

[

{∂fs(x) | fs(x) = f(x)}
⌘

<latexit sha1_base64="AEsOikVNjtlWaCZulX5P+zmaUW4="></latexit>

f(x) = max
i=1,...,m

fi(x)

∂f(x) = conv

⇣

[

{∂fi(x) | fi(x) = f(x)}
⌘



Example
Piecewise linear function

24

a
T

i
x+ bi

<latexit sha1_base64="SfZ4lm6gr27fx0vo/2LLLPxK0dI="></latexit>

f(x)

<latexit sha1_base64="hW9NcKlOhxJRmAWm/Da/zTHjPm8="></latexit>

x

<latexit sha1_base64="mujD+dT4O/F7J4ucgnGEWKVHNJM="></latexit>

f(x) = max
i=1,...,m

(aTi x+ bi)

<latexit sha1_base64="3fmMk1FfxZhZvHn7u+pb4x9WW/E="></latexit>

<latexit sha1_base64="2C5LgLbHqE6RfFxxCTzkOcvE5QI="></latexit>

I(x) = {i | aT
i
x+ bi = f(x)}

<latexit sha1_base64="uavABzDNBPWGh9PTlXpjw1jzcQU="></latexit>

∂f(x) = conv{ai | i ∈ I(x)}

Subdifferential is a polyhedron



Norms

Example

25

<latexit sha1_base64="0E3nshMsY4ygRUs9OeTI2g0f1As="></latexit>

∂f(x) = argmax
‖z‖q≤1

zTx

<latexit sha1_base64="WZ85IDMrod4ZURsXJtrEEt0I0AM="></latexit>

f = kxkp

kxkp = max
kzkq1

zTx,

q 1/p+ 1/q = 1

<latexit sha1_base64="vFYjyrYrQCE3isT9tc8Wv1Vqh3Y="></latexit>

f(x) = kxk1 = max
ksk∞1

sTx
<latexit sha1_base64="qHkCnU3dFXnDee7eWODseoj/RPY="></latexit>

∂f(x) = J1 × · · ·× Jn Ji =











{−1} x < 0

[−1, 1] x = 0

{1} x > 0

weak result
<latexit sha1_base64="BFy54xuNoQ8xIuz+sSwBhGWLS7M="></latexit>

sign(x) ∈ ∂f(x)



Basic rules
Composition

26

<latexit sha1_base64="/HkyIFX+e8MzxTol+209FL/yNcM="></latexit>

f(x) = h(f1(x), . . . , fk(x)) h fi

<latexit sha1_base64="hTtV9Sk0r8/DL7Qoi9lRDtJl3sM="></latexit>

g = q1g1 + · · ·+ qkgk ∈ ∂f(x)

<latexit sha1_base64="rkBagsVcNP+1IWGFaZLQEqX5jaA="></latexit>

q ∈ ∂h(f1(x), . . . , fk(x)) gi ∈ ∂fi(x)

Proof
<latexit sha1_base64="xvWxN5Afn3D1mlJtKEFSmyHRc2I="></latexit>

f(y) = h(f1(y), . . . , fk(y))

≥ h(f1(x) + gT
1
(y − x), . . . , fk(x) + gT

k
(y − x))

≥ h(f1(x), . . . , fk(x)) + qT (gT
1
(y − x), . . . , gT

k
(y − x))

= f(x) + gT (y − x)



Optimality conditions



Fermat’s optimality condition

28

<latexit sha1_base64="19a4Rdh9tYLUiVChtOTt0TQ+mio="></latexit>

0 ∈ ∂f(x⋆)

Proof
<latexit sha1_base64="4Jjs9059qOKRmEsEgWfymnxh+3U="></latexit>

g = 0 y

<latexit sha1_base64="OEzg1YNclCWlpFNu8wc0ueYlHd8="></latexit>

f(y) ≥ f(x⋆) + 0T (y − x⋆) = f(x⋆)

<latexit sha1_base64="tZQwUpT6eiyok5STEGPJsLVXYmY="></latexit>

∂f(x) = {rf(x)}

<latexit sha1_base64="UBm7kC6W25iutWB7G4ITe7DhDPQ="></latexit>

(x⋆, f(x⋆))

<latexit sha1_base64="es2LINjx/tQ5mOn6FPnpsYOi8ec="></latexit>

∂f(x⋆) = 0

<latexit sha1_base64="9Wi4xt02N0QeTxFlWdrR4M17hTo="></latexit>

f ∂f(x?) 6= ;
x?



Example: piecewise linear function

29

f(x) = max
i=1,...,m

(aTi x+ bi)

<latexit sha1_base64="3fmMk1FfxZhZvHn7u+pb4x9WW/E="></latexit>

Optimality condition

<latexit sha1_base64="Jnm+PqS6JebFf5INe15+OGTiCwk="></latexit>

x
?

∃λ
<latexit sha1_base64="U0FgXR5NsUqIFUMKKm3qCvyS5wQ="></latexit>

λ ≥ 0, 1
T
λ = 1,

m∑

i=1

λiai = 0

<latexit sha1_base64="Bvr6sibyC2jFAZIjYBeaqXLOBv0="></latexit>

λi = 0 aT
i
x? + bi < f(x?)

<latexit sha1_base64="bXWHV3exVT6GORjpScCNhfqsEa8="></latexit>

0 ∈ ∂f(x)

<latexit sha1_base64="x1l4w1J2mtUJGW8qmH/f/k96D+8="></latexit>

0 ∈ ∂f(x) = conv{ai | a
T

i
x+ bi = f(x)}

<latexit sha1_base64="UD7c8VUy2EVI+TtSM6Y4uMzNOaU="></latexit>

t

Ax+ b ≤ t1

<latexit sha1_base64="HC00Yg4eLSvQeWww2AXuoCq1Kr4="></latexit>

<latexit sha1_base64="yhoUadxNEQDoUyhO3TKqj2Hy/io="></latexit>

bTλ

AT
λ = 0

λ ≥ 0, 1
T
λ = 1



Subgradient method



Negative subgradients are not necessarily descent directions

31

<latexit sha1_base64="xgrvJIGOdaMW8w8TRooCKpPMTnA="></latexit>

f(x) = |x1|+ 2|x2|

<latexit sha1_base64="5KuLUeWpdID+G4BaQTxSgiQQJO8="></latexit>

−g1

<latexit sha1_base64="d953DTwY/SBfOPz/j/bLTP7eJR0="></latexit>

−g2

<latexit sha1_base64="UW7AB526jdEvVofTaExEaoabYDI="></latexit>

g1 = (1, 0) ∈ ∂f(x)
−g1

<latexit sha1_base64="ZCNXxkFjK+oWW+ju7EUpM1jtNbU="></latexit>

g2 = (1, 2) ∈ ∂f(x)
−g2

<latexit sha1_base64="c8MXToBRMSsNEzwEo6ydZXM5WHQ="></latexit>

x = (1, 0)



Subgradient method

32

Not a descent method, keep track of the best point
<latexit sha1_base64="J+WaXCegH8LhapLXvkYDk1Mvjvo="></latexit>

fk
best

= min
i=1,...,k

f(xi)

<latexit sha1_base64="sW8vlYVygm5nfBAcHcEr66EcPak="></latexit>

f(x) f⋆

Convex optimization problem

<latexit sha1_base64="6EQP0f8mJoQ1EMfCt9wuoRwRgx0="></latexit>

xk+1 = xk
− tkg

k, gk ∈ ∂f(xk)
<latexit sha1_base64="Zek46QtTjLbLAZyAFfgkb/oJmho="></latexit>

gk f xk

Iterations



Step sizes

33

Step sizes pre-specified, not adaptively computed  
(different than gradient descent)

Square summable but not summable 
(goes to 0 but not too fast)

<latexit sha1_base64="IsDpGeN9kaJwpBWPcN5eWtUEIQc="></latexit>

tk = O(1/k)

<latexit sha1_base64="ca7dnZWIQTmOaoJmbFNoblJ19Ys="></latexit>

tk = t k = 0, . . .

<latexit sha1_base64="ANqPlWiyvShcFRCWMxMCEQTDRjA="></latexit>

∞X

k=0

t
2

k
< ∞,

∞X

k=0

tk = ∞

Line search can lead to suboptimal points



Convergence

34

Assumptions
<latexit sha1_base64="QVJ5nuWC4G61EcpZJwwjviQcT44="></latexit>

f dom f = R
n

f(x?) > �1

f G > 0

|f(x)� f(y)|  Gkx� yk2, 8x, y

kgk2  G, 8g 2 ∂f(x), 8x



Lipschitz continuity equivalence

35

Convergence
<latexit sha1_base64="am7alSvpptRBp8/yAKkrpGLp7S0="></latexit>

f G > 0

|f(x)� f(y)|  Gkx� yk2, 8x, y

kgk2  G, 8g 2 ∂f(x), 8x

Proof
<latexit sha1_base64="3oOBMqgDQdLjsKptgaJorW2+qLg="></latexit>

kgk  G x, gx 2 ∂f(x) y, gy 2 ∂f(y)
<latexit sha1_base64="aLvA5WcZPCyI4IMOzlNa5O4TMsw="></latexit>

gTx (x� y) � f(x)� f(y) � gTy (x� y)

=) Gkx� yk2 � f(x)� f(y) � �Gkx� yk2

<latexit sha1_base64="YWoc9/NgFc+3sDssTFtYAcTCRNA="></latexit>

f(y) ≥ f(x) + gT (y − x) = f(x) + ‖g‖2 > f(x) +G

<latexit sha1_base64="rrnYeKXt6Ls/oAHLmbjEso/ok0c="></latexit>

kgk2 > G g 2 ∂f(x) y = x+ g/kgk2 kx� yk2 = 1



Convergence

36

Theorem
<latexit sha1_base64="LWqx2+/NewCXZD6Be+IpUTG3/os="></latexit>

G f

<latexit sha1_base64="WT67y64U2uy4Z8gQZvqNbIAArVw="></latexit>

kx0 � x
?k2  R

<latexit sha1_base64="8mwAdpBh571Xq1BKz0xWU+MbAdI="></latexit>

fk

best
− f⋆

≤
R2 +G2

∑
k

i=0
t2
i

2
∑

k

i=0
ti



Convergence
Proof

37

Key quantity: euclidean distance to optimal set      
(not function value since it can go up and down)

<latexit sha1_base64="R3nnzB9ujI1DissAITBNoD06VfI="></latexit>

kxk+1 � x?k22 = kxk � tkg
k � x?k22

= kxk � x?k22 � 2tk(g
k)T (xk � x?) + t2

k
kgkk22

 kxk � x?k22 � 2tk(f(x
k)� f?) + t2

k
kgkk22

<latexit sha1_base64="n1L04fJdQb1aZ1uaN2dcjD93LKk="></latexit>

f? = f(x?) ≥ f(xk) + (gk)T (x? − xk)



Convergence
Proof (continued)

38

<latexit sha1_base64="p3y2t9te2FJ72JGxFi3rnH9XbDg="></latexit>

kxk+1 � x?k22  kx0 � x?k22 � 2
kX

i=0

ti(f(x
i)� f?) +

kX

i=0

t2
i
kgik22

 R2 � 2
kX

i=0
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<latexit sha1_base64="MiaTqcceqZRAEPvqlwsi5GrDzto="></latexit>
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<latexit sha1_base64="dGH5crTzbxl8uAvvuF1qkrJ8O18="></latexit>
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<latexit sha1_base64="cqpwVm/YXCubqUqmKblvmOCOGIo="></latexit>

i = 0, . . . , k
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<latexit sha1_base64="dGH5crTzbxl8uAvvuF1qkrJ8O18="></latexit>
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Combine it with
<latexit sha1_base64="iZW2CP8JFn1TJEHLe14W2S9WDyM="></latexit>
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<latexit sha1_base64="8mwAdpBh571Xq1BKz0xWU+MbAdI="></latexit>
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Implications for step size rules
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Optimal
<latexit sha1_base64="ANqPlWiyvShcFRCWMxMCEQTDRjA="></latexit>
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<latexit sha1_base64="eYiH1UABZAvO1PzdiLKSAxAorpU="></latexit>
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fk
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<latexit sha1_base64="vUPXJMqbfVk6ogmoBX5DXI+/AsE="></latexit>
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√
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<latexit sha1_base64="8mwAdpBh571Xq1BKz0xWU+MbAdI="></latexit>
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May be suboptimal
<latexit sha1_base64="740IfHqQh04zC1J005StX6dWn3M="></latexit>
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<latexit sha1_base64="ca7dnZWIQTmOaoJmbFNoblJ19Ys="></latexit>

tk = t k = 0, . . .
<latexit sha1_base64="FJ3OOxr2E7U4PqAXwH7cQWxhfq8="></latexit>
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Optimal step size and convergence rate
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<latexit sha1_base64="iquSmvMuds1UBaASiatNpbXClSE="></latexit>
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<latexit sha1_base64="b6dVpyGjQQtSHx7/TyE9OGtenfA="></latexit>

✏ > 0 tk k

<latexit sha1_base64="qfIt7Vl5nuL1lnEYqNKHfoYfCvY="></latexit>

R2 +G2(k + 1)t2

2(k + 1)t

<latexit sha1_base64="EyysdiufkxSzvSR3Fy3mVihnQ9A="></latexit>
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ti = t

<latexit sha1_base64="Yu3hJ9+jX6mqrQxQ4BkJZSHYNos="></latexit>

t =
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<latexit sha1_base64="XRpdOlaqnDR5NQ1rHZ262EwkmwY="></latexit>

fk
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√
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Iterations required
<latexit sha1_base64="3LfjcIngVFUFyKuUM9JLMujoAn8="></latexit>

k = O(1/ε2)
<latexit sha1_base64="TCFZhk6F+GMrN6KfU/mF06VEgO0="></latexit>

k = O(1/✏)

Convergence rate



Stopping criterion
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<latexit sha1_base64="iquSmvMuds1UBaASiatNpbXClSE="></latexit>
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k
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ti

≤ ε

Terminating when 

is really, really slow.

There is not really a good stopping criterion for the subgradient method

Bad news



Polyak step size
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<latexit sha1_base64="MG2rgvuI+f9YuyhxzZ5AoMNqVbE="></latexit>

f?

<latexit sha1_base64="Pf1IO3aw/eAhrY+4YZuTlgYhi7s="></latexit>

tk =
f(xk)− f⋆

‖gk‖2
2

Motivation: minimize righthand side of
<latexit sha1_base64="fCKRz3DZNZsxYp32zbN74UhRhUk="></latexit>

‖xk+1 − x⋆‖22 ≤ ‖xk − x⋆‖22 − 2tk(f(x
k)− f⋆) + t2

k
‖gk‖22

<latexit sha1_base64="xKTCCE1iGq65wdy5YyuQQPfAkFM="></latexit>
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�

G2

<latexit sha1_base64="tU0Uwg/m0FHM6Zvc/yPz06LPZM0="></latexit>

fk

best
− f? ≤

GR
√
k + 1

Iterations required
<latexit sha1_base64="3LfjcIngVFUFyKuUM9JLMujoAn8="></latexit>

k = O(1/ε2)

still slow



Example: 1-norm minimization

44

<latexit sha1_base64="3ivR8qGhUtKfFEHzGSZPyHWjTsM="></latexit>

g = AT sign(Ax− b) ∈ ∂f(x)
<latexit sha1_base64="LRIpfWUsDIoqr9QgMmYqxgM8sRY="></latexit>

f(x) = ‖Ax− b‖1
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Efficient packages to automatically compute (sub)gradients: 
Python: JAX, PyTorch  

Julia: Zygote.jl, ForwardDiff.jl, ReverseDiff.jl



Summary subgradient method
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<latexit sha1_base64="BmGrOHscvUKq6u4RJLVkwooheOY="></latexit>

O(1/✏2)

Can we do better?

Can we incorporate constraints?



Subgradient methods

Today, we learned to:


• Define subgradients


• Apply subgradient calculus


• Derive optimality conditions from subgradients


• Define subgradient method and analyze its convergence
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Next lecture

• Proximal algorithms
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