
Bartolomeo Stellato — Fall 2020

ORF522 – Linear and Nonlinear Optimization
14. Gradient descent



Ed forum

• For unconstrained: have seperate necessary conditions and sufficient 
condition; do we have a compacted necessary and sufficient condition?


• Could you explain again how to make KKT conditions sufficient?


• Why does the normal cone condition involve the whole set?
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Recap



KKT necessary conditions for optimality
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Theorem

stationarity

dual feasibility

primal feasibility

complementary slackness

<latexit sha1_base64="PqiD03/c/k7BLlosq0MmoCifYoo="></latexit>
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Strong duality theorem
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Slater’s condition

Theorem
<latexit sha1_base64="Wshlf4oTK9/uyFX926HCfNu8ztA="></latexit>

x

<latexit sha1_base64="mWXIJaK8po/AkDS8DYdgUl8wWsM="></latexit>

gi(x) < 0, i = 1, . . . ,m, ( gi)

hi(x) = 0, i = 1, . . . , p

• For nonconvex optimization, we need harder conditions


• Generalizes LP conditions [Lecture 7]

Remarks



KKT for convex problems
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<latexit sha1_base64="RcE4q3LgXNQDgsbLkZ1hz1ECzjQ="></latexit>

x
?
, y

?
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Always sufficient

<latexit sha1_base64="FBqUY4sHIxhL0fw7x49mmaKneSk="></latexit>

f(x⋆) = f(x⋆) +

m∑

i=1

y⋆i gi(x
⋆) +

p∑

i=1

v⋆i hi(x
⋆) = L(x⋆, y⋆v⋆) (compl slackness)

<latexit sha1_base64="2qD189hlnBmINVfnalQYCyhsjno="></latexit>

∇f(x⋆) +

m∑

i=1

y⋆i ∇gi(x
⋆) +

p∑

i=1

v⋆i ∇hi(x
⋆) = 0 ⇒ g(y⋆, v⋆) = L(x⋆, y⋆, v⋆) (convexity)

<latexit sha1_base64="G+GTlNMKB8DwJsl2E4qcwO3EBgg="></latexit>

f(x?) = g(y?, v?) x?, y?, v?

Necessary when constraint qualifications (Slater’s) condition holds
<latexit sha1_base64="1n516858CfuDgr3R5ixZQiNMSNI="></latexit>

x? f(x?) = g(y?, v?)
<latexit sha1_base64="on8AziTwxnn8dirHehG0wkUE7bc="></latexit>



Normal cone condition
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<latexit sha1_base64="OUEmhgxRcMB2sHscfYuZK/16LlI="></latexit>

−∇f(x)

<latexit sha1_base64="Fj645zYLaxMp07YM5gJZPmST2wE="></latexit>

C

<latexit sha1_base64="FE9IljexM14XwAgBh8qQkaIr2GE="></latexit>

x

First-order necessary optimality condition
<latexit sha1_base64="eA5kiJCc+hCTnWX6g7bRtX63T1E="></latexit>

x
?

<latexit sha1_base64="hk1SDtHvnM1tDRAg6T+X2hOj7ls="></latexit>

∇f(x⋆)T (y − x⋆) ≥ 0, ∀y ∈ C

<latexit sha1_base64="nD4xtTw6lo75kYyKxnpEYegj0Fg="></latexit>

NC(x) =
{

g | gT (y − x) ≤ 0, y ∈ C
}

Normal cone

Reformulated condition
<latexit sha1_base64="HFH6YGYorkpGoyoN2N59dEl/zCQ="></latexit>

−∇f(x⋆) ∈ NC(x
⋆)Remark

<latexit sha1_base64="jReRGrRLL5T3P+E5yEd/1YO1+8Y="></latexit>

f C

[Section 4.2.3, B and V]



Today’s lecture
[Chapter 1 and 2, Lectures on Convex Optimization, Nesterov] 

[Chapter 9, Convex Optimization, Boyd and Vandenberghe] 

[Chapter 5, First-Order Methods in Optimization, Beck]

Gradient descent algorithms 

• Optimization algorithms and convergence rates


• Gradient descent


• Fixed step size: 


• quadratic functions, smooth and strongly convex, only smooth


• Line search: can we adapt the step size?


• Issues with gradient descent
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Optimization algorithms and 
convergence rates



Iterative solution idea
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<latexit sha1_base64="Da6Kub3F2i4ZrHMyLkPBCVV4DBI="></latexit>

f(xk+1) ≤ f(xk)

<latexit sha1_base64="aHWXlTIru7NQht4jDa/+Cr2wKVs="></latexit>

x
0

{xk}

x
k+1 = T (xk)

x
? = T (x?)



Convergence rates
Rank methods by how fast they converge
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<latexit sha1_base64="PfXn5B2xPY8jwIyz/nOITIX/LFY="></latexit>

e(x) ≥ 0 e(x?) = 0

<latexit sha1_base64="za48jN2Bgo5B1fgGzjA9xLltE10="></latexit>

e(x) = f(x)� f(x?)

e(x) = kx� x?k2

Convergence rate
<latexit sha1_base64="0V9D6c22h/Aa4Yt/IWFJVLqUlz4="></latexit>

p c

lim
k→∞

e(xk+1)

e(xk)p
= c



Convergence rates types
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Linear convergence (geometric)
<latexit sha1_base64="Ue2RT0DSmZBceGOy0zShlLo1qEY="></latexit>

e(xk+1) ≤ ce(xk)

<latexit sha1_base64="0AOyY/0GxVri/5ZU6zAZ1uZPQrk="></latexit>

c ∈ (0, 1) Examples
<latexit sha1_base64="TDVKiQJ41gzYXbAdPtwDetxsDjA="></latexit>

e(xk) = 0.6k

Sublinear convergence (slower than linear) <latexit sha1_base64="nOM+AWaLDaVy0gkzxSIhn2kN8HI="></latexit>

e(xk) =
1
√

k

<latexit sha1_base64="rYvR6VuAMOv8W+mY51mG9kWzhFE="></latexit>

e(xk+1) ≤
M

(k + 1)q
, q = 0.5, 1, 2, ...

Superlinear convergence (faster than linear)
<latexit sha1_base64="lLiXWiWTexpuhzflfDrUjuTKPAQ="></latexit>

p = 1 c ∈ (0, 1)

<latexit sha1_base64="1qF/OALSJBau1nVokdXQFLkE1Bs="></latexit>

e(xk) =
1

kk

Quadratic convergence
<latexit sha1_base64="z1+ubgZZGoByxWSahwtMAb1ZxGI="></latexit>

e(xk+1) ≤ ce(xk)2

<latexit sha1_base64="MW8hEQ21fd0fl1yxUDlTdC72JFE="></latexit>

c > 1
<latexit sha1_base64="xJ4c968Qq56+ATtx5IfzIDwfKKE="></latexit>

e(xk) = 0.9(2
k)



Convergence rates
Number of iterations
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<latexit sha1_base64="rXCf9DUxyv7eEc3fKR2jhl52SW0="></latexit>

k

<latexit sha1_base64="5g54RC+rM+rNki7Xomu9V6L+3LA="></latexit>

e(xk+1) ≤
M

k + 1
=⇒ k ≥ O(1/ε)

<latexit sha1_base64="ST5IYk6Nvn037XBLrBKw/todnoU="></latexit>

<latexit sha1_base64="ixU2Y38JJP4cuGA+9Zie/mlyas4="></latexit>

<latexit sha1_base64="Ue2RT0DSmZBceGOy0zShlLo1qEY="></latexit>

e(xk+1) ≤ ce(xk)
<latexit sha1_base64="Sxkov/zGyGn6gnwo1iIjF3cghuA="></latexit>

e(xk+1) ≤ ε =⇒ cke(x0) ≤ ε =⇒ k ≥ O(log(1/ε))

<latexit sha1_base64="0AOyY/0GxVri/5ZU6zAZ1uZPQrk="></latexit>

c ∈ (0, 1)



Convergence rates
Examples
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(our focus)

Optimization methods overview

15

<latexit sha1_base64="5EQecmebfJT58IawdavH55RjEUA="></latexit>

f(x)

<latexit sha1_base64="vKUPWoAob14DOUX6BoYRmhi3W70="></latexit>

f(x) rf(x) ∂f(x)

<latexit sha1_base64="OJJFJ6RjXLyizch7h6UNIcfWOmg="></latexit>

f(x) rf(x) r
2f(x)



Iterative descent algorithms



Problem setup
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<latexit sha1_base64="86oipIywBRAKw3JS5qrSuHVQKX4="></latexit>

f(x)

Unconstrained smooth optimization

<latexit sha1_base64="HEjCGvxNVx5MJ6xWw65pCpQFRYg="></latexit>

x ∈ R
n

<latexit sha1_base64="ZGZ8Iu3yXgS84DvujEmjWoIZI8I="></latexit>

f



General descent scheme
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Iterations
<latexit sha1_base64="MFIF3HJao9EkE70GlpG4rDMkUTw="></latexit>

dk rf(xk)T dk < 0

tk

xk+1 = xk + tkdk, k = 0, 1, . . .



Gradient descent

19

Interpretation: steepest descent (Cauchy-Schwarz)

[Cauchy 1847]
<latexit sha1_base64="Ij67v2fKXIoOL0Fv1/JKYHLYM+o="></latexit>

dk = �rf(xk)

Iterations
<latexit sha1_base64="c90nYs7/lqFbL3H3J3hrx/BNB+c="></latexit>

xk+1 = xk
− tk∇f(xk), k = 0, 1, . . .

(very cheap iterations)

<latexit sha1_base64="tj4vNU1kizMs3kmRwkQNdQvsBAc="></latexit>

∇f(x)

<latexit sha1_base64="JgVJ7E8UGRkwjt6fNiAvUUb0qxE="></latexit>

v
<latexit sha1_base64="TmjhJXs3YkvLMWwJQBX2Fan/4ro="></latexit>

1

<latexit sha1_base64="RCsqZnusqyPhoThdJ3jBz0WmeC0="></latexit>

‖v‖2≤1

∇f(x)T v = −
∇f(x)

‖∇f(x)‖2

<latexit sha1_base64="b6+x0DWrH9iEWjcBifVPDdrbtZc="></latexit>

d = v‖v‖2



Quadratic function interpretation
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<latexit sha1_base64="UobiT4Uo1w9uOpuOZvVDude+yxs="></latexit>

y 0

<latexit sha1_base64="fFT00V20hbWmbw7HNiFp4PV6qu4="></latexit>

xk+1 =
y

f(xk) +∇f(xk)T (y − xk) +
1

2tk
‖y − xk‖22

<latexit sha1_base64="BTYij5EavAvrIvPlo+l1+8WUAek="></latexit>

xk+1 = xk
− tk∇f(xk)

<latexit sha1_base64="oixnAq2tF6M2nB1huada22f1BwE="></latexit>

x
k

<latexit sha1_base64="TNNp1twYvqP34uD5K+zc6+q92lg="></latexit>

x
k

<latexit sha1_base64="s6UiRNNaP074XfldUGhfj3vWATo="></latexit>

x
k+1

<latexit sha1_base64="8ZHTLpLRpSUEZS7MKh+SeAD9u24="></latexit>

f(xk)

<latexit sha1_base64="7CqLsPCszR6wOsW6LLmbokQgZD0="></latexit>

f(xk+1)

<latexit sha1_base64="Yv0hWqfy0PJlIPjvN8v4QDES+Qg="></latexit>

r
2f(xk)

1

tk
I



Fixed step size



<latexit sha1_base64="ljs4qWps2tZA3WDN+gl+LLfBLFc="></latexit>

t = 0.15

Fixed step size

22

<latexit sha1_base64="pKGyeHm6LKqT5oogQyFHlO4jNCg="></latexit>

tk = t k = 0, 1, . . .

<latexit sha1_base64="zJCc/BE93wDxxiZ6zGURufd90cg="></latexit>

f(x) = (x2

1
+ 20x2

2
)/2

It diverges

<latexit sha1_base64="Wnf835Vrg1v4dAiHLJ6bQrl8s3U="></latexit>

x
0 = (20, 1)



Fixed step size
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<latexit sha1_base64="pKGyeHm6LKqT5oogQyFHlO4jNCg="></latexit>

tk = t k = 0, 1, . . .

<latexit sha1_base64="zJCc/BE93wDxxiZ6zGURufd90cg="></latexit>

f(x) = (x2

1
+ 20x2

2
)/2

<latexit sha1_base64="UiQegOFPWFv9v3CcNmo2qDwkhq0="></latexit>

t = 0.01

<latexit sha1_base64="Wnf835Vrg1v4dAiHLJ6bQrl8s3U="></latexit>

x
0 = (20, 1)

too slow



<latexit sha1_base64="2m1gjPVxFNdLIICkXeaHmA7ZVjU="></latexit>

t = 0.10

Fixed step size
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tk = t k = 0, 1, . . .

<latexit sha1_base64="zJCc/BE93wDxxiZ6zGURufd90cg="></latexit>

f(x) = (x2

1
+ 20x2

2
)/2

<latexit sha1_base64="Wnf835Vrg1v4dAiHLJ6bQrl8s3U="></latexit>

x
0 = (20, 1)

it oscillates



Fixed step size

25

<latexit sha1_base64="pKGyeHm6LKqT5oogQyFHlO4jNCg="></latexit>

tk = t k = 0, 1, . . .

<latexit sha1_base64="zJCc/BE93wDxxiZ6zGURufd90cg="></latexit>

f(x) = (x2

1
+ 20x2

2
)/2

<latexit sha1_base64="Wnf835Vrg1v4dAiHLJ6bQrl8s3U="></latexit>

x
0 = (20, 1)

just right!

It converges in 149 iterations

<latexit sha1_base64="mKJSrrho10WDxq+AQtFA/O89pwc="></latexit>

t = 0.05

How do we find the best one?



Quadratic optimization



Quadratic optimization
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<latexit sha1_base64="imfExq9xLaKZ8qi3mZcnkWcAmlA="></latexit>

P � 0

Study behavior of
<latexit sha1_base64="cIrcQ3yHdAI7gXmETUI3C09olr4="></latexit>

xk+1 = xk
− t∇f(xk)

Remarks
<latexit sha1_base64="CtUXIncZe5ttyESgn111Zeii+74="></latexit>

x?

rf(x?) = 0 r
2f(x?)

<latexit sha1_base64="YtByDl0yiqwBmQe8XE3Z7HS8jnw="></latexit>

f(x) =
1

2
(x− x⋆)TP (x− x⋆)

<latexit sha1_base64="Aca94QMKpC0JjNNHtd+D2Xh6Ha4="></latexit>

∇f(x) = P (x− x⋆)



Quadratic optimization convergence
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Theorem
<latexit sha1_base64="0WxrZyFtAIJW7xTH3lNSn2vYVvo="></latexit>

tk = t =
2

λmin(P ) + λmax(P )

<latexit sha1_base64="QgSlB+ipIZGgIqh0DIWGKdNgfZQ="></latexit>

‖xk − x
⋆‖2 ≤

(

cond(P )− 1

cond(P ) + 1

)k

‖x0 − x
⋆‖2

Remarks
<latexit sha1_base64="EUTlGVBwxFvmjYXEeFc+lk70UyI="></latexit>

O(log(1/✏))

P cond(P ) =
�max(P )

�min(P )



Quadratic optimization convergence
Proof

29

<latexit sha1_base64="yJNuslTwJewJpxDgGvJ8UjZYJTU="></latexit>

xk+1
− x⋆ = xk

− x⋆
− t∇f(xk) = (I − tP )(xk

− x⋆)

Rewrite iterations using 
<latexit sha1_base64="A4onPPqm9g+XCkIP9+LDmpwv0ZQ="></latexit>

∇f(xk) = P (xk
− x⋆)

<latexit sha1_base64="IS3Ch6H8z5njhakHlymiyQyVaZ8="></latexit>

kxk+1 � x
?k2  kI � tPk2kx

k � x
?k2

<latexit sha1_base64="dW8SmigJR4Oomx1fWFt2W9EydVE="></latexit>

kI � tPk2

<latexit sha1_base64="vhPaKa9MZKZxudMCLNzgszssEdA="></latexit>

kMk2 = max
i

|λi(M)|

<latexit sha1_base64="YklbbmBNIfiiyuWRnuk+K/+J/p0="></latexit>

I − tP = Udiag(1− tλ)UT
<latexit sha1_base64="hmxoejlRS7bamPIWPKqR7DKXj7w="></latexit>

P = Udiag(λ)UT

<latexit sha1_base64="w6j23r1YNFZzn4Te5DqtUJcaePI="></latexit>

kI � tPk2 = max
i

|1� tλi(P )|

= max{|1� tλmax(P )|, |1� tλmin(P )|}

Therefore,



Quadratic optimization convergence
Proof (continued)
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<latexit sha1_base64="v30z7YaCy0vRi2GcC79HF5CxKfY="></latexit>

kxk+1 � x
?k2  kI � tPk2kx

k � x
?k2

<latexit sha1_base64="h5HkSQWQN0nmJd1SKye8xcF+rp0="></latexit>

kI � tPk2 = max{|1� tλmax(P )|, |1� tλmin(P )|}

In order to have the fastest convergence, we want to minimize

<latexit sha1_base64="0ox1GDYZpOVaLdGIWHp541+Uu3Q="></latexit>

=⇒ t =
2

λmax(P ) + λmin(P )

<latexit sha1_base64="qyqhu8D2GrUuTcui6A0edXR1djY="></latexit>

kI � tPk2 =

✓

λmax(P )� λmin(P )

λmax(P ) + λmin(P )

◆

=

✓

cond(P )� 1

cond(P ) + 1

◆

<latexit sha1_base64="5YXuyyFWpiKJCe8VuunhSDFIW3M="></latexit>



<latexit sha1_base64="qubqbrADWHDBNyK2VkZKTlx1phA="></latexit>

t = 2/(1 + 20) = 0.0952

Optimal fixed step size
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<latexit sha1_base64="pKGyeHm6LKqT5oogQyFHlO4jNCg="></latexit>

tk = t k = 0, 1, . . .

<latexit sha1_base64="zJCc/BE93wDxxiZ6zGURufd90cg="></latexit>

f(x) = (x2

1
+ 20x2

2
)/2

<latexit sha1_base64="Wnf835Vrg1v4dAiHLJ6bQrl8s3U="></latexit>

x
0 = (20, 1)

Optimal step size

It converges in 80 iterations



When does it converge?

32

Contraction factorIterations

<latexit sha1_base64="wPXiN4IHXL5DTkEQuNG9cRkE23Q="></latexit>

t < 0.1

t = 0.1

t > 0.1

Step size ranges

<latexit sha1_base64="zJCc/BE93wDxxiZ6zGURufd90cg="></latexit>

f(x) = (x2

1
+ 20x2

2
)/2

<latexit sha1_base64="ek/OjdE+1AbU50DwPfeOztc9rE0="></latexit>

t = 0.1 = 2/20 = 2/λmax(P )

Oscillating case

<latexit sha1_base64="V0zriT+Aog3hHAu44KJK4r7DYZA="></latexit>

‖xk − x
⋆‖2 ≤ c

k‖x0 − x
⋆‖2

<latexit sha1_base64="ohz7WjHbSY45reuY50ZltqZ4q10="></latexit>

c = kI � tPk2 = max{|1� tλmax(P )|, |1� tλmin(P )|}

<latexit sha1_base64="P40SKW4jWqAN7kFUkMYBHrOER9M="></latexit>

t < 2/λmax(P ) c < 1



Strongly convex and smooth 
problems



Smooth functions
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<latexit sha1_base64="2oCWRPqy9oqUkJikOXDoR0acDAI="></latexit>

f L
<latexit sha1_base64="Nhcc/SdmaXhZm5TaRwozRkx6TzE="></latexit>

f(y) ≤ f(x) +∇f(x)T (y − x) +
L

2
‖x− y‖2

2
, ∀x, y

Second-order characterization
<latexit sha1_base64="CNXtilv2aUIcRHRpLdcFgi9798Q="></latexit>

∇2f(x) " LI, ∀x

<latexit sha1_base64="ii4t8BscbL0VhIpafFhrRR+YGcQ="></latexit>

‖∇f(x)−∇f(y)‖2 ≤ L‖x− y‖2, ∀x, y

First-order characterization

<latexit sha1_base64="75tBg0VRJhf+30uqaJ9r+0bdE/Q="></latexit>

(∇f(x)−∇f(y))T (x− y) ≥
1

L
‖∇f(x)−∇f(y)‖2

2
, ∀x, y

(strongly monotone gradient)

(co-coercive gradient)



Gradient monotonicity for convex functions
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<latexit sha1_base64="BgjzVLb5vxMSM7zJZ9RXBOMQAp0="></latexit>

f dom f
<latexit sha1_base64="C4pn/NlJlzg2eWuyUxhnSuwbWtI="></latexit>

(∇f(x)−∇f(y))T (x− y) ≥ 0, ∀x, y

the gradient Is a monotone mapping

<latexit sha1_base64="5IrahRo+Pj02y+dLn+oYsKJzmz4="></latexit>

⇒

<latexit sha1_base64="Vj1OOL67MD9SNNn8bXckAwzPF9w="></latexit>

f(y) � f(x) +rf(x)T (y � x) f(x) � f(y) +rf(y)T (x� y)



Strongly convex functions
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<latexit sha1_base64="VwhCn1PWluubz68Im8tOoW0tAao="></latexit>

f µ
<latexit sha1_base64="hHRzcRJWuGxKsnKCWKh4+iNbSGA="></latexit>

f(y) ≥ f(x) +∇f(x)T (y − x) +
µ

2
‖x− y‖2

2
, ∀x, y

Second-order characterization
<latexit sha1_base64="MVSTcGNuf6fB24hdxEDk7M+pQ/0="></latexit>

∇2f(x) " µI, ∀x

First-order characterization
<latexit sha1_base64="WoNfTSbGm84b1n/+250IBaB78TU="></latexit>

(∇f(x)−∇f(y))T (x− y) ≥ µ‖x− y‖, ∀x, y (strongly monotone gradient)



Strongly convex and smooth functions

37

<latexit sha1_base64="hHvq4VOeNX4+/72zk+c0o7krFKM="></latexit>

f µ L
<latexit sha1_base64="Kz+b+L9JMWeZ4n9KUKoX9rba5Qs="></latexit>

0 ! µI ! ∇2f(x) ! LI, ∀x

<latexit sha1_base64="UqzSp3GB/LKc93yzo5ZpPv6dnRM="></latexit>

f(y)

<latexit sha1_base64="0z2Yy3zsO7dwSQtMGdJTKhxkN+0="></latexit>

f(x) +∇f(x)T (y − x) +
µ

2
‖x− y‖2

2

<latexit sha1_base64="ZQYx11qfXSi28X4Y+HcIsdS2WBM="></latexit>

f(x) +∇f(x)T (y − x) +
L

2
‖x− y‖2

2

<latexit sha1_base64="qNnRbwxFqvfk6+T/88VKpRF3PFU="></latexit>

(x, f(x))



Useful fact
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<latexit sha1_base64="3Ws1FpcAuNC3PVAwRJV09sliDo0="></latexit>

f µ L
<latexit sha1_base64="nMDdFDdC7nJFFY9HTxGseHtq21k="></latexit>

(∇f(x)−∇f(y))T (x− y) ≥
µL

µ+ L
‖x− y‖2

2
+

1

µ+ L
‖∇f(x)−∇f(y)‖2

2

<latexit sha1_base64="XPOrKTqbO2UPv3BGYL7E4Sb8crA="></latexit>

x, y

Fact

Proof<latexit sha1_base64="ICdjkiOH17oiwoMXwC7mWj8FaQQ="></latexit>

h(x) = f(x)�
µ

2
kxk2

2
=) h(x) (L� µ)�

=) rh



Strongly convex and smooth convergence
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Theorem<latexit sha1_base64="jwjjRbUADOqliUbLC1TlHcTPBTI="></latexit>

f µ L t =
2

µ+ L

<latexit sha1_base64="veyim95bfQPLfU0qYracK7DvG2U="></latexit>

κ = L/µ

Remarks
<latexit sha1_base64="ukI6oZadnCC6qaATF72ia8/b6JM="></latexit>

O(log(1/✏))

t = 2/(�max(P )+�min(P )) cond(P )  k k/2
2

 n

<latexit sha1_base64="9P+Mxocj7b4RLAIXophtnD2LocM="></latexit>

‖xk − x
⋆‖2 ≤

(

κ− 1

κ+ 1

)k/2

‖x0 − x
⋆‖2



<latexit sha1_base64="iWCmsrGqKrUOYKZ7JwDW+FNTXOs="></latexit>

kxk+1 � x?k22 = kxk � trf(xk)� x?k22

= kxk � x?k22 � 2trf(xk)T (xk � x?) + t2krf(xk)k22
✓ ◆ ✓ ◆

Strongly convex and smooth convergence
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Proof
<latexit sha1_base64="8MTBBHhtCGeryLbsWKGecwxVS6E="></latexit>

xk+1 = xk
� trf(x?)

<latexit sha1_base64="rC402N/VDnMhOB4fjwnzU1wq0qA="></latexit>

rf(x?) = 0

<latexit sha1_base64="+P3u4bi9cjbzWeqztqjDaV0oZac="></latexit>

k � k � r � kr k



✓

1� t
2µL

µ+ L

◆

kxk � x?k22 + t

✓

t�
2

µ+ L

◆

krf(xk)k22



✓

1� t
2µL

µ+ L

◆

kxk � x?k22



Strongly convex and smooth convergence
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Proof (continued)

<latexit sha1_base64="5YXuyyFWpiKJCe8VuunhSDFIW3M="></latexit>

Inequality

Optimal step size
<latexit sha1_base64="RIKxZ9TqsQyKLlDX192oLx88YeM="></latexit>

t =
2

µ+ L

Optimal contraction factor
<latexit sha1_base64="QA+KXfCwANsvH0BVUPFJOj74gFs="></latexit>

c =

✓

κ− 1

κ+ 1

◆1/2

<latexit sha1_base64="fkRNCMl2h5kxFFSKdt800Ele5p8="></latexit>

‖xk+1 − x
⋆‖2 ≤ c‖xk − x

⋆‖2

<latexit sha1_base64="QGCYRKEwZfFlvrRjPHtUqWFgqOY="></latexit>

c =

✓

1− t
2µL

µ+ L

◆1/2



Dropping strong convexity



Many functions are not strongly convex
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<latexit sha1_base64="pUznwxbCLVn5noEGp/tCfe0n2Z4="></latexit>

f(x) = 1/x

<latexit sha1_base64="FE9IljexM14XwAgBh8qQkaIr2GE="></latexit>

x

<latexit sha1_base64="XrVPrk7l/ubK0+gVellzvG92Y0A="></latexit>

f(xk)� f(x?) kxk � x?k2

<latexit sha1_base64="PZDncmuRQLl6zpYhcFuUPyIUQww="></latexit>

x
?
= ∞



Null growth directions without strong convexity
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<latexit sha1_base64="fFT00V20hbWmbw7HNiFp4PV6qu4="></latexit>

xk+1 =
y

f(xk) +∇f(xk)T (y − xk) +
1

2tk
‖y − xk‖22

<latexit sha1_base64="TNNp1twYvqP34uD5K+zc6+q92lg="></latexit>

x
k

<latexit sha1_base64="s6UiRNNaP074XfldUGhfj3vWATo="></latexit>

x
k+1

<latexit sha1_base64="8ZHTLpLRpSUEZS7MKh+SeAD9u24="></latexit>

f(xk)

<latexit sha1_base64="7CqLsPCszR6wOsW6LLmbokQgZD0="></latexit>

f(xk+1)

<latexit sha1_base64="CR5im9xudP+blrVh4LzAKGGo63Q="></latexit>

r
2f(xk)

1

tk
I

<latexit sha1_base64="txcO6C7lkpXC3MC9RQXQ9Z7tREI="></latexit>

<latexit sha1_base64="5moCsliOxkYiWOMH8aRxqxZffMQ="></latexit>

L

<latexit sha1_base64="NYkfU1CAmAGLwJudhWKPf7Lz3D0="></latexit>

r
2f(x) 0



Convergence for smooth functions
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Theorem
<latexit sha1_base64="jqmvVBMMQqf1nQ2AEksY2FHtTtg="></latexit>

f L t < 1/L

<latexit sha1_base64="DbhaxdL5NyQrwaYtzSyFHoZFA6M="></latexit>

f(xk)− f(x⋆) ≤
‖x0 − x⋆‖2

2

2tk

<latexit sha1_base64="HFBGUIiGnC3BhcONvkPvGTNvETA="></latexit>

O(1/✏)



Convergence for smooth functions
Proof
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<latexit sha1_base64="ktGoyduQA3we9ZjZQucVpcRFwu4="></latexit>

L
<latexit sha1_base64="3lZenOyTefCRKrQrOyxkljxphbg="></latexit>

f(xk+1) ≤ f(xk) +∇f(xk)T (xk+1 − xk) +
L

2
‖xk − xk+1‖22

<latexit sha1_base64="ot/eM993GRTX19MvWjmFTCcpkt8="></latexit>

f(xk+1) ≤ f(xk)−

(

1−
Lt

2

)

t‖∇f(xk)‖22

<latexit sha1_base64="qcPv8moyIKPwcjtB7CPBxDE5FiI="></latexit>

xk+1 = xk
� trf(xk)

<latexit sha1_base64="P2V9QihEssgDrsmt91koiagSGY8="></latexit>

0 < t ≤ 1/L
<latexit sha1_base64="L/ae+m20ngvZZNTcURtsBDnEWWw="></latexit>

f(xk+1) ≤ f(xk)−
t

2
‖∇f(xk)‖22 (non increasing cost)

<latexit sha1_base64="8Zgvj7xxyHzIA+s56/Zx0hJzK+k="></latexit>

t > 0

✓

1−
Lt

2

◆

t > 0 ⇒ t ∈ (0, 2/L)



Convergence for smooth functions
Proof (continued)
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<latexit sha1_base64="dCtngyzYia8qn3jj8zp/2B6AfXc="></latexit>

f f(xk)  f(x?) +rf(xk)T (xk � x?)
<latexit sha1_base64="wadP2cnork2lzQrdajCaMlXy3vQ="></latexit>

f(xk+1)  f(xk)�
t

2
krf(xk)k22

<latexit sha1_base64="RThK8pgL+CRMf8dbe2V+CQWVG2s="></latexit>

f(xk+1)� f(x?)  rf(xk)T (xk � x?)�
t

2
krf(xk)k22

=
1

2t

�

kxk � x?k22 � kxk � x? � trf(xk)k22
�

=
1

2t

�

kxk � x?k22 � kxk+1 � x?k22
�



Convergence for smooth functions
Proof (continued)
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<latexit sha1_base64="8OgDlJnAyv1wHHwqGcLeyD0BcSg="></latexit>

i = 1, . . . , k
<latexit sha1_base64="aIoB0bY7EmyYqtYMMWKe0e+8gSk="></latexit>

k
X

i=1

�

f(xi)� f(x?)
�


1

2t

k
X

i=1

�

kxi−1 � x?k2
2
� kxi � x?k2

2

�

=
1

2t

�

kx0 � x?k2
2
� kxk � x?k2

2

�


1

2t
kx0 � x?k2

2

<latexit sha1_base64="gEXbAh6O9VWNE3fvjOqy3KR2BDU="></latexit>

f(xk)
<latexit sha1_base64="GwMkcw5tpCUyf/GMLC791KsTdWU="></latexit>

f(xk)− f(x⋆) ≤
1

k

k∑

i=1

(f(xi)− f(x⋆)) ≤
1

2kt
‖x0 − x⋆‖2

2



Issues with computing the optimal step size
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Can we select a good step-size as we go?

<latexit sha1_base64="KslkTKN7KbcpTM8cMF0FXDfhXzs="></latexit>

t = 2/(λmax(P ) + λmin(P ))

[Lecture 24, 25, Numerical Linear Algebra, Trefethen and Bau]

<latexit sha1_base64="lPyVctzvqYqSX+yYzkundIy+vLA="></latexit>

P

Quadratic programs

Smooth and strongly convex functons
<latexit sha1_base64="39m5kJtjlBL6c23oJ7gsiNnj8EU="></latexit>

µ L



Line search



Exact line search
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Choose the best step along the descent direction

Used when 

• computational cost very low or


• there exist closed-form solutions

In general, impractical to perform exactly

<latexit sha1_base64="+MGjyXDunmO7Wg3xUrZsJJLGnF8="></latexit>

tk = argmin
t≥0

f(xk
− t∇f(xk))



Backtracking line search
Condition

52

<latexit sha1_base64="6sL3b6vjhiDsMvqVsVUx63/FBfs="></latexit>

0 ≤ α ≤ 1

<latexit sha1_base64="ujlFU2xa/lIH32xu0DfDY+RRmnM="></latexit>

f(xk − t∇f(xk)) < f(xk)− αt‖∇f(xk)‖2
2

Guarantees  
sufficient decrease  

in objective value

<latexit sha1_base64="BcyZgKeoheijdYL16PhhlHw3Lnw="></latexit>

t

<latexit sha1_base64="RbWYb9I0BUHuOAXxc9+ig4ZWJsk="></latexit>

f(xk
− t∇f(xk))

<latexit sha1_base64="NgF6y2+mSOcpCuntfs8VlZichQY="></latexit>

0

<latexit sha1_base64="wrLYYv3693L5rGMKzwSEkKVKsyk="></latexit>

f(xk)− t‖∇f(xk)‖2
2

<latexit sha1_base64="CPpswKRxLCtpQ2mvVhp0mbYPhPg="></latexit>

f(xk)− αt‖∇f(xk)‖2
2

admissible



Backtracking line search
Iterations
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<latexit sha1_base64="BcyZgKeoheijdYL16PhhlHw3Lnw="></latexit>

t

<latexit sha1_base64="RbWYb9I0BUHuOAXxc9+ig4ZWJsk="></latexit>

f(xk
− t∇f(xk))

<latexit sha1_base64="NgF6y2+mSOcpCuntfs8VlZichQY="></latexit>

0

<latexit sha1_base64="wrLYYv3693L5rGMKzwSEkKVKsyk="></latexit>

f(xk)− t‖∇f(xk)‖2
2

<latexit sha1_base64="CPpswKRxLCtpQ2mvVhp0mbYPhPg="></latexit>

f(xk)− αt‖∇f(xk)‖2
2

admissible

<latexit sha1_base64="LV8bQQXbXwZuP+JRIgfzYvVMKts="></latexit>

f(xk � trf(xk)) > f(xk)� αtkrf(xk)k2
2

t βt

<latexit sha1_base64="K+jzjofLRZMFhBEYSlRYYGtJ+lY="></latexit>

t = 1, 0 < α ≤ 1/2, 0 < β < 1



Backtracking line search
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<latexit sha1_base64="zJCc/BE93wDxxiZ6zGURufd90cg="></latexit>

f(x) = (x2

1
+ 20x2

2
)/2

<latexit sha1_base64="Wnf835Vrg1v4dAiHLJ6bQrl8s3U="></latexit>

x
0 = (20, 1)

Backtracking line search

Converges in 31 iterations



Backtracking line search convergence
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Theorem

<latexit sha1_base64="O+SFO0QtUoDp2nLqwsyH4L2BGy0="></latexit>

f(xk)− f(x⋆) ≤
‖x0 − x⋆‖2

2

2tmink

<latexit sha1_base64="U0RqcRzIvt7Gu9SIsMpQvb8lpc4="></latexit>

f L t < 1/L

<latexit sha1_base64="F/episHYR3CoMzLBk4SrNZfnjuM="></latexit>

tmin = min{1,β/L}

<latexit sha1_base64="rr8+4Yk7hy8WJ37AkZv7elN5Ve8="></latexit>

� ≈ 1 �/L 1/L
O(1/✏)

Remarks

Proof almost identical to fixed step case



Gradient descent issues



Slow convergence
Very dependent on scaling

57

<latexit sha1_base64="zJCc/BE93wDxxiZ6zGURufd90cg="></latexit>

f(x) = (x2

1
+ 20x2

2
)/2

Slow convergence Faster

<latexit sha1_base64="q3ooUeUBZZjr4f2++yZGr3iv4Ow="></latexit>

f(x) = (x2

1
+ 2x2

2
)/2



Non-differentiability
Wolfe’s example

58

In general: gradient descent cannot handle non-differentiable 
functions and constraints

<latexit sha1_base64="DWnWyZAs0bOu5zIMp3P/j1lsphE="></latexit>

f(x) =











√

x2

1
+ γx2

2
|x2| ≤ x1

x1 + γ|x2|√
1 + γ

|x2| > x1

<latexit sha1_base64="cr1LwAjS+NcC670+jvEF5rtfcN8="></latexit>

x = (0, 0)
−2 0 2 4

−2

0

2



Gradient descent

Today, we learned to:


• Classify optimization algorithms (zero, first, second-order)


• Derive and recognize convergence rates


• Analyze gradient descent complexity under smoothness and strong convexity  
(linear convergence, fast!)


• Analyze gradient descent complexity under only smoothness  
(sublinear convergence, slow!)


• Apply line search to get better step size


• Understand issues of Gradient descent

59



Next lecture

• Subgradient methods

60


