
Bartolomeo Stellato — Fall 2020

ORF522 – Linear and Nonlinear Optimization
10. Interior-point methods for linear optimization



Ed forum

• how do we usually solve for x in f(x) = 0, where f is already given?


• we performed a global sensitivity analysis when the b vector is perturbed, but I do not 
think we covered the case when the constraint matrix A is changed. Can we extract 
information on the sensitivities of x* and y* with respect to such changes? 


• The Sudoku problem is a discrete constraint satisfaction problem, while we have been 
looking at linear programs. What was the connection between this discrete version and 
the linear optimization layer? It appears to be a relaxation of the discrete case, since 
the constraints are relaxed. Did we discuss how to connect the solution to this relaxed 
problem back to the discrete case?


• if we want to add both a new variable and a new constraint, should we just add them 
sequentially using the above approach? Or is there a better way to do this?
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Recap



Training a neural network
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Optimality conditions
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Ax ≤ b
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Optimality conditions
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Computing derivatives
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Take differentials

AT y? + c = 0

diag(y?)(Ax− b) = 0
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Example:

Linear system
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Example
Learning to play Sudoku
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[OptNet: Differentiable Optimization as a Layer in Neural Networks, B. Amos and J. Z. Kolter ICML 2017]
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Sudoku constraint satisfaction problem

0

Ax = b

x ∈ Z
d
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Linear optimization layer

z = x
⋆
=

x

0

Ax = b

x ≥ 0
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θ = {A, b}
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Reference readings for differentiable optimization
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[OptNet: Differentiable Optimization as a Layer in Neural Networks, B. Amos and J. Z. Kolter, ICML 2017]

[Differentiating Through a Conic Program, A. Agrawal, Barratt S., Boyd S., Busseti E., and Moursi W. M., Journal of Applied and Numerical Optimization, 2019]

[Differentiable Convex Optimization Layers, A. Agrawal, Amos B., Barratt S., Boyd S., Diamond S., and Kolter Z. NeurIPS 2019]

[Learning Convex Optimization Control Policies, A. Agrawal, Barratt S., Boyd S., Stellato, B., Proceedings MLR 2020]

[Learning Convex Optimization Models, A. Agrawal, Amos B., Barratt S., Boyd S.,  arXiv:2006.04248, 2020]

And many more…



Today’s lecture
[Chapter 14, Wright][Chapter 17/18 Vanderbei]

• History


• Newton’s method


• Central path


• Primal-dual path-following algorithm
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History



Khachian (1979)

Ellipsoid method
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Ellipsoid method
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Published: November 11, 1979

Copyright © The New York Times

Answer to major question

Is worst-case LP complexity 
polynomial? Yes!

Drawbacks

Very inefficient. Much slower  
than simplex!

Benefits

Motivated new research directions



Interior-point methods
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1950s-1960s: nonlinear convex optimization

• Sequential unconstrained optimization (Fiacco 
& McCormick), Logarithmic barrier method 
(Frish), affine scaling method (Dikin), etc.


• No worst-case complexity theory but often 
good practical performance



Interior-point methods
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1950s-1960s: nonlinear convex optimization

• Sequential unconstrained optimization (Fiacco 
& McCormick), Logarithmic barrier method 
(Frish), affine scaling method (Dikin), etc.


• No worst-case complexity theory but often 
good practical performance

1980s-1990s: interior point methods

• Karmarkar’s algorithm (1984)


• Competitive with simplex, often faster 
for larger problems



Newton’s method



Newton’s method for nonlinear equations
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Derivative

Goal: solve
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Derivative

Goal: solve

First-order approximation Iteratively set to zero

h(xk) +Dh(xk)(xk+1
− x

k) = 0
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h(x) ≈ h(x̄) +Dh(x̄)(x− x̄)

<latexit sha1_base64="qNhR0rAEnG76SymZF7l+h0uESUw="></latexit>



Newton’s method for nonlinear equations
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Derivative

Goal: solve

Dh(xk)∆x = −h(xk)
x
k+1

← x
k +∆x
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Iterations

First-order approximation Iteratively set to zero

h(xk) +Dh(xk)(xk+1
− x

k) = 0

<latexit sha1_base64="1RcZGOqg/wJiZQdvYuQyhT30qOM="></latexit>
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Newton method
Convergence
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Dh(xk)∆x = −h(xk)
x
k+1

← x
k +∆x
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Iterations

Remarks

x
?
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Symmetric primal-dual problems
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Ax ≤ b
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cTx

Ax ≤ b
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Primal

−bT y

AT y + c = 0

y ≥ 0
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Dual

cTx

Ax+ s = b

s ≥ 0
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Symmetric primal-dual problems
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Optimality conditions

Ax+ s− b = 0

AT y + c = 0

siyi = 0

s, y ≥ 0
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Main idea
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S = diag(s)

Y = diag(y)
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Optimality conditions

h(x, s, y) =
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h(x, s, y) = 0

s, y > 0
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Duality measure
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Definition

µ =

s
T
y

m
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It describes the “desirability” of each point in the search space



Newton’s method for optimality conditions
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Linear system
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rp = Ax+ s− b

<latexit sha1_base64="ftkEnWeu01AwVNVbElpDqoKeRRU="></latexit>

rd = AT y + c

<latexit sha1_base64="fUeq+dwJOopKiYn8+pP5DPYW2GI="></latexit>

Residuals
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Residuals

x, s > 0
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(x, s, y) ← (x, s, y) + α(∆x,∆s,∆y)
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Newton’s method for optimality conditions
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Linear system

Dh
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Pure Newton’s step does not 
allow significant progress towards

h(x, s, y) = 0 x, y ≥ 0
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Central path



Smoothed optimality conditions
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Optimality conditions

Ax+ s− b = 0

AT y + c = 0

siyi = τ

s, y ≥ 0
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Same optimality conditions for a “smoothed” version of our problem



Newton’s method for smoothed optimality conditions
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s, y ≥ 0
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Newton’s method for smoothed optimality conditions
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Smoothed optimality conditions

Linear system
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Logarithmic barrier
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φ(s) = −τ
P

m

i=1
log(si) si > 0
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Smoothed problem
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cTx

Ax+ s = b

s ≥ 0
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Dual cost

g(y) =
x,s

L(x, s, y) = cTx+ φ(s) + yT (Ax+ s− b)
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Central path
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Ax+ s− b = 0

AT y + c = 0

siyi = τ

s, y ≥ 0
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<latexit sha1_base64="wzic0LHtCpsuo6W76hMAHDx4pAU="></latexit>



Algorithm step
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Linear system






0 A I

AT 0 0

S 0 Y













∆y

∆x

∆s






=







−rp

−rd

−SY 1+ σµ1







<latexit sha1_base64="Q0E6ujd8KXsv5Jmvjj6+SbpS69o="></latexit>

x, s > 0

<latexit sha1_base64="eR8BXe2oiI6xdT5pMz/AX3Y8Wh4="></latexit>

(x, s, y) ← (x, s, y) + α(∆x,∆s,∆y)

<latexit sha1_base64="LTNpUM/D6UO8Umm93wmsc9QsGhA="></latexit>

µ =

s
T
y

m

<latexit sha1_base64="Ia0Q+ogCKHTkciGO3s6JN+gW+Eg="></latexit>
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<latexit sha1_base64="wzic0LHtCpsuo6W76hMAHDx4pAU="></latexit>



Path-following algorithm idea
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Newton step
σ = 0
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Centering step
σ = 1

<latexit sha1_base64="qIf+NhyRfTU/0K2RiV13hqwL4Tg="></latexit>

Combined step
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Path-following algorithm idea
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Centering step
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Newton step
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Combined step
Best of both worlds with longer 
steps



Primal-dual path-following algorithm
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(x0, s0, y0) s0, y0 > 0

<latexit sha1_base64="JbhCI3+Fo02fdPJsPg8T7ek9gdQ="></latexit>

Iterations

σ ∈ [0, 1]






0 A I

AT 0 0

S 0 Y













∆y

∆x

∆s






=







−rp

−rd

−SY + σµ1






µ = sT y/m

α y + α∆y > 0 s+ α∆s > 0

(x, s, y) ← (x, s, y) + α(∆x,∆s,∆y)

<latexit sha1_base64="zV35SM60RhilfmUXhDAfcQxrxFY="></latexit>



Working towards optimality conditions
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Optimality conditions satisfied only at convergence

Primal residual

rp = Ax+ s− b → 0

<latexit sha1_base64="q1btp/0j3jqstTnIwFOVgaPFPO4="></latexit>

Dual residual

rd = AT y + c → 0

<latexit sha1_base64="bUcRu1DlhcVnkPX21JN9dzA5eTQ="></latexit>

s
T
y → 0

<latexit sha1_base64="hFOkJz8qIt+eFEiKlr80tWIkruo="></latexit>

Complementary slackness
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Complementary slackness

Stopping criteria

‖rp‖ ≤ εpri

<latexit sha1_base64="aE87dhZ8g2oU3UW164RloRB9gP8="></latexit>

s
T
y ≤ εgap

<latexit sha1_base64="NEeMJ8LpJFWU40ORmADiRSLKJao="></latexit>

‖rd‖ ≤ εdua

<latexit sha1_base64="FqY9mwbDWt/k4dXr1Ieu+gZVW6s="></latexit>



Convergence



Definitions
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Central path neighborhood

F◦ = {(x, s, y) | Ax+ s = b, AT y + c = 0, s, y > 0}

<latexit sha1_base64="Ff7e1tlc9HMbdd/dHJuMxVFQjYo="></latexit>

Primal-dual strictly feasible set

(almost all the feasible region)N (γ) = {(x, s, y) ∈ F� | siyi ≥ γµ} γ ∈ (0, 1]

<latexit sha1_base64="0f314IaYLoyn2a0Qr5ucz9p4ERY="></latexit>



Theorem
[Page 402-406, Nocedal Wright]
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Smallest decrement

µk+1 ≤

(

1−
δ

m

)

µk

<latexit sha1_base64="UjLMXJTzHKdDfhBLPRxryAwl9pA="></latexit>

δ > 0

<latexit sha1_base64="sfAO0xTv54dgCc8ZOx1XQl30AIM="></latexit>
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Iteration complexity

(x0, s0, y0) ∈ N (�) K = O(n log(1/✏))

<latexit sha1_base64="UxTjIOU3wmUUXxXRQ9CZ9dQ0UhY="></latexit>

µk ≤ ✏µ0 k ≥ K

<latexit sha1_base64="o2+eJ3KOilnu9WvdN/WMWgxNqJY="></latexit>
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µk ≤ ✏µ0 k ≥ K
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O(
√

n log(1/✏)

<latexit sha1_base64="ucmk6f0oa94mawSIcki2XrPn2+k="></latexit>

1



Interior-point methods for linear optimization

Today, we learned to:


• Apply Newton’s method to solve optimality conditions


• Analyze the central path and the smoothed optimality conditions


• Develop a prototype primal-dual path-following algorithm
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Next lecture

• Practical interior-point method (Mehrotra predictor-corrector algorithm)


• Linear algebra implementation details


• Linear optimization recap
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