
Bartolomeo Stellato — Fall 2024

ORF522 – Linear and Nonlinear Optimization
11. Gradient descent



Today’s lecture
[Chapter 1 and 2, ILCO][Chapter 9, CO][Chapter 5, FMO]

Gradient descent algorithms 

• Optimization algorithms and convergence rates


• Gradient descent analysis (fixed-step size)


• quadratic functions, 


• smooth and strongly convex functions 


• smooth functions
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Optimization algorithms and convergence rates



Iterative solution idea
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<latexit sha1_base64="Da6Kub3F2i4ZrHMyLkPBCVV4DBI="></latexit>

5V[L! [`WPJHSS �̀ ^L OH]L f(xk+1)  f(xk)

<latexit sha1_base64="aHWXlTIru7NQht4jDa/+Cr2wKVs="></latexit>

�� :[HY[ MYVT PUP[PHS WVPU[ x0

�� .LULYH[L ZLX\LUJL {xk} I` HWWS`PUN HU VWLYH[VY

xk+1 = T (xk)

�� *VU]LYNL [V Ä_LK�WVPU[ x? = T (x?) MVY ^OPJO
ULJLZZHY` VW[PTHSP[` JVUKP[PVUZ OVSK



Convergence rates
Rank methods by how fast they converge
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<latexit sha1_base64="PfXn5B2xPY8jwIyz/nOITIX/LFY="></latexit>

,YYVY M\UJ[PVU e(x) � 0 Z\JO [OH[ e(x?) = 0
<latexit sha1_base64="za48jN2Bgo5B1fgGzjA9xLltE10="></latexit>

 *VZ[ M\UJ[PVU KPZ[HUJL! e(x) = f(x)� f(x?)

 :VS\[PVU KPZ[HUJL! e(x) = kx� x?k2

Convergence rate
<latexit sha1_base64="1y0fKKEgv8gmY6DCFVORz8s4iCs="></latexit>

A sequence converges with order p and factor c if
<latexit sha1_base64="Ogdlw0XYFyM9lyz2UpTGfTvFX2I="></latexit>

lim
k!1

e(xk+1)

e(xk)p
< c



Convergence rates types
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Linear convergence (geometric)
<latexit sha1_base64="Ue2RT0DSmZBceGOy0zShlLo1qEY="></latexit>

e(xk+1) ≤ ce(xk)

<latexit sha1_base64="0AOyY/0GxVri/5ZU6zAZ1uZPQrk="></latexit>

�c 2 (0, 1)� Examples
<latexit sha1_base64="TDVKiQJ41gzYXbAdPtwDetxsDjA="></latexit>

e(xk) = 0.6k

Sublinear convergence (slower than linear) <latexit sha1_base64="nOM+AWaLDaVy0gkzxSIhn2kN8HI="></latexit>

e(xk) =
1√
k

<latexit sha1_base64="rYvR6VuAMOv8W+mY51mG9kWzhFE="></latexit>

e(xk+1) ≤ M

(k + 1)q
, ^P[O q = 0.5, 1, 2, ...

Superlinear convergence (faster than linear)
<latexit sha1_base64="lLiXWiWTexpuhzflfDrUjuTKPAQ="></latexit>

0M P[ JVU]LYNLZ SPULHYS` p = 1 MVY HU` MHJ[VY c 2 (0, 1)

<latexit sha1_base64="1qF/OALSJBau1nVokdXQFLkE1Bs="></latexit>

e(xk) =
1

kk

Quadratic convergence
<latexit sha1_base64="z1+ubgZZGoByxWSahwtMAb1ZxGI="></latexit>

e(xk+1) ≤ ce(xk)2

<latexit sha1_base64="MW8hEQ21fd0fl1yxUDlTdC72JFE="></latexit>

�c JHU IL > 1�
<latexit sha1_base64="xJ4c968Qq56+ATtx5IfzIDwfKKE="></latexit>

e(xk) = 0.9(2
k)



Convergence rates
Number of iterations
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<latexit sha1_base64="rXCf9DUxyv7eEc3fKR2jhl52SW0="></latexit>

:VS]L PULX\HSP[` MVY k

<latexit sha1_base64="5g54RC+rM+rNki7Xomu9V6L+3LA="></latexit>

e(xk+1) ≤ M

k + 1
=⇒ k ≥ O(1/ε)

<latexit sha1_base64="ST5IYk6Nvn037XBLrBKw/todnoU="></latexit>

,_HTWSL! Z\ISPULHY JVU]LYNLUJL

<latexit sha1_base64="ixU2Y38JJP4cuGA+9Zie/mlyas4="></latexit>

,_HTWSL! SPULHY JVU]LYNLUJL
<latexit sha1_base64="Ue2RT0DSmZBceGOy0zShlLo1qEY="></latexit>

e(xk+1) ≤ ce(xk)

<latexit sha1_base64="E9IWJbEtWK2r3wUtzB//UV39JGE="></latexit>

e(xk+1) ≤ ε ⇐= cke(x0) ≤ ε ⇐⇒ k ≥ O(log(1/ε))

<latexit sha1_base64="0AOyY/0GxVri/5ZU6zAZ1uZPQrk="></latexit>

�c 2 (0, 1)�



Convergence rates
Examples
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(our focus)

Optimization methods overview

9

<latexit sha1_base64="5EQecmebfJT58IawdavH55RjEUA="></latexit>

ALYV VYKLY� ;OL` YLS` VUS` VU f(x)� 5V[ WVZZPISL [V L]HS\�
H[L [OL J\Y]H[\YL� ,_[YLTLS` ZSV �̂
,_HTWSLZ! 9HUKVT ZLHYJO� NLUL[PJ HSNVYP[OTZ� WHY[PJSL
Z^HYT VW[PTPaH[PVU� ZPT\SH[LK HUULHSPUN� L[J�

<latexit sha1_base64="vKUPWoAob14DOUX6BoYRmhi3W70="></latexit>

-PYZ[ VYKLY� ;OL` \ZL f(x) HUK rf(x) VY @f(x)� 0UL_WLU�
ZP]L P[LYH[PVUZ THRL [OLT L_[YLTLS` WVW\SHY PU SHYNL�ZJHSL
VW[PTPaH[PVU HUK THJOPUL SLHYUPUN
,_HTWSLZ! .YHKPLU[ KLZJLU[� Z[VJOHZ[PJ NYHKPLU[ KLZJLU[�
JVVYKPUH[L KLZJLU[� WYV_PTHS HSNVYP[OTZ� (+44�

<latexit sha1_base64="zwnn+7/5Qf0/kIJ9VH92rdKlfP8="></latexit>

:LJVUK VYKLY� ;OL` \ZL f(x)� rf(x) HUK r2f(x)� ,_WLU�
ZP]L P[LYH[PVUZ I\[ ]LY` MHZ[ JVU]LYNLUJL
,_HTWSLZ! 5L^[VU TL[OVK� PU[LYPVY�WVPU[ TL[OVKZ�



Iterative descent algorithms



Problem setup
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<latexit sha1_base64="86oipIywBRAKw3JS5qrSuHVQKX4="></latexit>

TPUPTPaL f(x)

Unconstrained smooth optimization
<latexit sha1_base64="HEjCGvxNVx5MJ6xWw65pCpQFRYg="></latexit>

x ∈ Rn
<latexit sha1_base64="ZGZ8Iu3yXgS84DvujEmjWoIZI8I="></latexit>

f PZ KPɈLYLU[PHISL

Gradient descent scheme
<latexit sha1_base64="MFIF3HJao9EkE70GlpG4rDMkUTw="></latexit>

 7PJR KLZJLU[ KPYLJ[PVU dk� P�L�� rf(xk)T dk < 0

 7PJR Z[LW ZPaL tk

 xk+1 = xk + tkdk, k = 0, 1, . . .



Gradient descent
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Interpretation: steepest descent (Cauchy-Schwarz)

[Cauchy 1847]
<latexit sha1_base64="Ij67v2fKXIoOL0Fv1/JKYHLYM+o="></latexit>

*OVVZL dk = �rf(xk)

Iterations
<latexit sha1_base64="c90nYs7/lqFbL3H3J3hrx/BNB+c="></latexit>

xk+1 = xk − tk∇f(xk), k = 0, 1, . . .

(very cheap)

<latexit sha1_base64="tj4vNU1kizMs3kmRwkQNdQvsBAc="></latexit>

∇f(x)

<latexit sha1_base64="JgVJ7E8UGRkwjt6fNiAvUUb0qxE="></latexit>v <latexit sha1_base64="TmjhJXs3YkvLMWwJQBX2Fan/4ro="></latexit>

1

<latexit sha1_base64="PhLe7cWUsFI95QgD+HC0C2y81zk="></latexit>

d = v‖∇f(x)‖2
<latexit sha1_base64="lBb94TV33PWXJHGByPRFs/FLegg="></latexit>

v = argmin
‖v‖2≤1

∇f(x)T v = − ∇f(x)

‖∇f(x)‖2



Quadratic function interpretation
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<latexit sha1_base64="UobiT4Uo1w9uOpuOZvVDude+yxs="></latexit>

:L[ NYHKPLU[ ^P[O YLZWLJ[ [V y [V 0���

<latexit sha1_base64="fFT00V20hbWmbw7HNiFp4PV6qu4="></latexit>

xk+1 = HYNTPU
y

f(xk) +∇f(xk)T (y − xk) +
1

2tk
‖y − xk‖22

<latexit sha1_base64="BTYij5EavAvrIvPlo+l1+8WUAek="></latexit>

xk+1 = xk − tk∇f(xk)

<latexit sha1_base64="oixnAq2tF6M2nB1huada22f1BwE="></latexit>

�WYV_PTP[` [V xk�

<latexit sha1_base64="TNNp1twYvqP34uD5K+zc6+q92lg="></latexit>

xk
<latexit sha1_base64="s6UiRNNaP074XfldUGhfj3vWATo="></latexit>

xk+1

<latexit sha1_base64="8ZHTLpLRpSUEZS7MKh+SeAD9u24="></latexit>

f(xk)

<latexit sha1_base64="7CqLsPCszR6wOsW6LLmbokQgZD0="></latexit>

f(xk+1)

<latexit sha1_base64="Yv0hWqfy0PJlIPjvN8v4QDES+Qg="></latexit>

8\HKYH[PJ HWWYV_PTH[PVU� YLWSHJPUN /LZZPHU r2f(xk) ^P[O 1

tk
I



<latexit sha1_base64="ljs4qWps2tZA3WDN+gl+LLfBLFc="></latexit>

t = 0.15

Fixed step size choice
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<latexit sha1_base64="pKGyeHm6LKqT5oogQyFHlO4jNCg="></latexit>

tk = t MVY HSS k = 0, 1, . . .

<latexit sha1_base64="zJCc/BE93wDxxiZ6zGURufd90cg="></latexit>

f(x) = (x2
1 + 20x2

2)/2

It diverges

<latexit sha1_base64="Wnf835Vrg1v4dAiHLJ6bQrl8s3U="></latexit>

x0 = (20, 1)



Fixed step size choice

15

<latexit sha1_base64="pKGyeHm6LKqT5oogQyFHlO4jNCg="></latexit>

tk = t MVY HSS k = 0, 1, . . .

<latexit sha1_base64="zJCc/BE93wDxxiZ6zGURufd90cg="></latexit>

f(x) = (x2
1 + 20x2

2)/2
<latexit sha1_base64="UiQegOFPWFv9v3CcNmo2qDwkhq0="></latexit>

t = 0.01

<latexit sha1_base64="Wnf835Vrg1v4dAiHLJ6bQrl8s3U="></latexit>

x0 = (20, 1)

too slow



<latexit sha1_base64="2m1gjPVxFNdLIICkXeaHmA7ZVjU="></latexit>

t = 0.10

Fixed step size choice
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<latexit sha1_base64="pKGyeHm6LKqT5oogQyFHlO4jNCg="></latexit>

tk = t MVY HSS k = 0, 1, . . .

<latexit sha1_base64="zJCc/BE93wDxxiZ6zGURufd90cg="></latexit>

f(x) = (x2
1 + 20x2

2)/2
<latexit sha1_base64="Wnf835Vrg1v4dAiHLJ6bQrl8s3U="></latexit>

x0 = (20, 1)

it oscillates



Fixed step size choice
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<latexit sha1_base64="pKGyeHm6LKqT5oogQyFHlO4jNCg="></latexit>

tk = t MVY HSS k = 0, 1, . . .

<latexit sha1_base64="zJCc/BE93wDxxiZ6zGURufd90cg="></latexit>

f(x) = (x2
1 + 20x2

2)/2
<latexit sha1_base64="Wnf835Vrg1v4dAiHLJ6bQrl8s3U="></latexit>

x0 = (20, 1)

just right!
It converges in 149 iterations

<latexit sha1_base64="mKJSrrho10WDxq+AQtFA/O89pwc="></latexit>

t = 0.05

How do we find the best one?



Quadratic optimization



Quadratic optimization

19

<latexit sha1_base64="imfExq9xLaKZ8qi3mZcnkWcAmlA="></latexit>

^OLYL P � 0

Study behavior of
<latexit sha1_base64="cIrcQ3yHdAI7gXmETUI3C09olr4="></latexit>

xk+1 = xk − t∇f(xk)

Remarks
<latexit sha1_base64="CtUXIncZe5ttyESgn111Zeii+74="></latexit>

 (S^H`Z WVZZPISL [V ^YP[L 87Z PU [OPZ MVYT

 0TWVY[HU[ MVY ZTVV[O UVUSPULHY WYVNYHTTPUN� *SVZL [V x?�
rf(x?) = 0 HUK r2f(x?) KVTPUH[LZ V[OLY [LYTZ VM [OL ;H`SVY L_WHUZPVU�

<latexit sha1_base64="YtByDl0yiqwBmQe8XE3Z7HS8jnw="></latexit>

TPUPTPaL f(x) =
1

2
(x− x!)TP (x− x!)

<latexit sha1_base64="Aca94QMKpC0JjNNHtd+D2Xh6Ha4="></latexit>

∇f(x) = P (x− x!)



Quadratic optimization convergence
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Theorem
<latexit sha1_base64="0WxrZyFtAIJW7xTH3lNSn2vYVvo="></latexit>

0M tk = t =
2

�min(P ) + �max(P )
� [OLU

<latexit sha1_base64="QgSlB+ipIZGgIqh0DIWGKdNgfZQ="></latexit>

‖xk − x!‖2 ≤
(
cond(P )− 1

cond(P ) + 1

)k

‖x0 − x!‖2

Remarks
<latexit sha1_base64="EUTlGVBwxFvmjYXEeFc+lk70UyI="></latexit>

 3PULHY �NLVTL[YPJ� JVU]LYNLUJL YH[L! O(log(1/✏)) P[LYH[PVUZ
 0[ KLWLUKZ VU [OL JVUKP[PVU U\TILY VM P ! cond(P ) =

�max(P )

�min(P )



Quadratic optimization convergence
Proof

21

<latexit sha1_base64="yJNuslTwJewJpxDgGvJ8UjZYJTU="></latexit>

xk+1 − x! = xk − x! − t∇f(xk) = (I − tP )(xk − x!)

Rewrite iterations using 
<latexit sha1_base64="A4onPPqm9g+XCkIP9+LDmpwv0ZQ="></latexit>

∇f(xk) = P (xk − x!)

<latexit sha1_base64="IS3Ch6H8z5njhakHlymiyQyVaZ8="></latexit>

;OLYLMVYL kxk+1 � x?k2  kI � tPk2kxk � x?k2

<latexit sha1_base64="dW8SmigJR4Oomx1fWFt2W9EydVE="></latexit>

3L[»Z YL^YP[L kI � tPk2!
<latexit sha1_base64="vhPaKa9MZKZxudMCLNzgszssEdA="></latexit>

4H[YP_ UVYT! kMk2 = max
i

|�i(M)|
<latexit sha1_base64="YklbbmBNIfiiyuWRnuk+K/+J/p0="></latexit>

+LJVTWVZP[PVU! I � tP = Udiag(1� t�)UT
<latexit sha1_base64="hmxoejlRS7bamPIWPKqR7DKXj7w="></latexit>

^OLYL P = Udiag(�)UT

Therefore,
<latexit sha1_base64="dqm7ZPlDkZXNIw22sHmC2lQbHdM="></latexit>

kI � tPk2 = max
i

|1� t�i(P )|
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Quadratic optimization convergence
Proof (continued)

<latexit sha1_base64="RvO2pR1fF7+u2toim2Qyx92g1Gk="></latexit>

kI � tPk2 = max
i

|1� t�i(P )|
<latexit sha1_base64="l+QTFQ1IKlLmzxHOVjGVyAFt10o="></latexit>

t

<latexit sha1_base64="an+Wr3Zyi8UR5uHe/BxOGzhp/v0="></latexit>

1

<latexit sha1_base64="kcWf0jCVC/tlom5GNnYuJaZ7wqE="></latexit>

|1� t�max(P )|

<latexit sha1_base64="FI1GUq78kfQaeGJ2IZT1RMVv4FI="></latexit>

|1� t�min(P )|

To have the fastest convergence, we want to minimize
<latexit sha1_base64="G8ltztOSZRbGrLx9+GVWH3WWYtA="></latexit>

min
t

kI � tPk2 = min
t

max{1� t�min(P ),�1 + t�max(P )}

<latexit sha1_base64="mDxLRXJ4RtXJxH1hh+f9sGYcL+U="></latexit>

4PUPT\T HJOPL]LK ^OLU
1� t�min(P ) = �1 + t�max(P ) =) t =

2

�max(P ) + �min(P )

<latexit sha1_base64="W9SUmfqdtr5aBir3ZQ1vJXNHWGg="></latexit>

= max{|1� t�max(P )|, |1� t�min(P )|}
= max{1� t�min(P ),�1 + t�max(P )}



Quadratic optimization convergence
Proof (continued)
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<latexit sha1_base64="v30z7YaCy0vRi2GcC79HF5CxKfY="></latexit>

kxk+1 � x?k2  kI � tPk2kxk � x?k2

<latexit sha1_base64="5YXuyyFWpiKJCe8VuunhSDFIW3M="></latexit>

(WWS` [OL PULX\HSP[` YLJ\YZP]LS` [V NL[ [OL YLZ\S[

<latexit sha1_base64="TAYU6C8a/MYkldBwZPovY5DaLco="></latexit>

^P[O t =
2

�max(P ) + �min(P )
^L OH]L

<latexit sha1_base64="3MUeeQUg22+qqAFAZl6PEniYwaM="></latexit>

kI � tPk2 = 1� t�min(P ) =
�max(P )� �min(P )

�max(P ) + �min(P )
=

✓
cond(P )� 1

cond(P ) + 1

◆



<latexit sha1_base64="qubqbrADWHDBNyK2VkZKTlx1phA="></latexit>

t = 2/(1 + 20) = 0.0952

Optimal fixed step size

24

<latexit sha1_base64="pKGyeHm6LKqT5oogQyFHlO4jNCg="></latexit>

tk = t MVY HSS k = 0, 1, . . .

<latexit sha1_base64="zJCc/BE93wDxxiZ6zGURufd90cg="></latexit>

f(x) = (x2
1 + 20x2

2)/2
<latexit sha1_base64="Wnf835Vrg1v4dAiHLJ6bQrl8s3U="></latexit>

x0 = (20, 1)

Optimal step size
It converges in 80 iterations



When does it converge?

25

Contraction factorIterations

<latexit sha1_base64="wPXiN4IHXL5DTkEQuNG9cRkE23Q="></latexit>

 0M t < 0.1� P[ JVU]LYNLZ
 0M t = 0.1� P[ VZJPSSH[LZ
 0M t > 0.1� P[ KP]LYNLZ

Step size ranges

<latexit sha1_base64="zJCc/BE93wDxxiZ6zGURufd90cg="></latexit>

f(x) = (x2
1 + 20x2

2)/2
<latexit sha1_base64="ek/OjdE+1AbU50DwPfeOztc9rE0="></latexit>

t = 0.1 = 2/20 = 2/λmax(P )

Oscillating case

<latexit sha1_base64="V0zriT+Aog3hHAu44KJK4r7DYZA="></latexit>

‖xk − x!‖2 ≤ ck‖x0 − x!‖2
<latexit sha1_base64="P40SKW4jWqAN7kFUkMYBHrOER9M="></latexit>

0M t < 2/�max(P ) [OLU c < 1

<latexit sha1_base64="OmgWc9RtQb5WdhfPv9Md6D5aGcs="></latexit>

c = kI � tPk2 = max{1� t�min(P ),�1 + t�max(P )}



Strongly convex and smooth problems



Gradient monotonicity for convex functions

27

<latexit sha1_base64="BgjzVLb5vxMSM7zJZ9RXBOMQAp0="></latexit>

( KPɈLYLU[PHISL M\UJ[PVU f PZ JVU]L_ PM HUK VUS` PM dom f PZ JVU]L_ HUK

i.e., the gradient is a monotone mapping.

<latexit sha1_base64="Vj1OOL67MD9SNNn8bXckAwzPF9w="></latexit>

*VTIPUL f(y) � f(x) +rf(x)T (y � x) HUK f(x) � f(y) +rf(y)T (x� y)
<latexit sha1_base64="xiDHA6tFHTjoUgt3gyymF+Ry678="></latexit>

(⇒)
Proof

<latexit sha1_base64="xo/RveuZjQ3XC7kUWWkHL27iZcQ="></latexit>

(⇐)
<latexit sha1_base64="GJiGThKvcrqiJv2McZNeLvaTkFs="></latexit>

Let g(t) = f(x+ t(y − x)). Then, ∇g(t) ≥ ∇g(0), ∀t ≥ 0, t ∈ dom g with
<latexit sha1_base64="vA1Dg9xNDMHNwSga7DNHmK4ooHA="></latexit>

∇g(t) = ∇f(x+ t(y − x))T (y − x)
<latexit sha1_base64="aTMc+Ppt+wboOETY+1/z25FTOzE="></latexit>

f(y) = g(1) = g(0) +

∫ 1

0
∇g(t)dt ≥ g(0) +∇g(0) = f(x) +∇f(x)T (y − x)

(first-order condition for convexity)

Hence,

<latexit sha1_base64="qqedYFj06vNPD0NnjvNkpqcg+rY="></latexit>

(∇f(x)−∇f(y))T (x− y) ≥ 0, ∀x, y ∈ dom f



Smooth functions

28

equivalent characterizations

<latexit sha1_base64="pl4NFeEDrQB0I8uZ0lK0SracYPc="></latexit>

f(y) ≤ f(x) +∇f(x)T (y − x) +
L

2
‖x− y‖22, ∀x, y ∈ dom f

<latexit sha1_base64="I9sqjtuoJF51fOBZT73FvDUoV/Y="></latexit>

∇2f(x) " LI, ∀x ∈ dom f

<latexit sha1_base64="jAniAsFVgbBO25CIwYIOETLMtII="></latexit>

‖∇f(x)−∇f(y)‖2 ≤ L‖x− y‖2 ∀x, y ∈ dom f (Lipschitz continuous gradient)

<latexit sha1_base64="JokS44hmPrXl/0IDRzi2mxezWpY="></latexit>

Function f is L-smooth with parameter L > 0 if



Strongly convex functions

29

<latexit sha1_base64="VwhCn1PWluubz68Im8tOoW0tAao="></latexit>

( M\UJ[PVU f PZ µ�Z[YVUNS` JVU]L_ PM
<latexit sha1_base64="yuhSyDUnUHFzeh4xpSz6H4go+b8="></latexit>

f(y) ≥ f(x) +∇f(x)T (y − x) +
µ

2
‖x− y‖22, ∀x, y ∈ dom f

equivalent characterizations

<latexit sha1_base64="5fxMACU/9HH/ySq+KJXBWLVNmSg="></latexit>

∇2f(x) " µI, ∀x ∈ dom f

<latexit sha1_base64="CPTo7xaNDR2PUu5uhWVTobbpTSo="></latexit>

(∇f(x)−∇f(y))T (x− y) ≥ µ‖x− y‖2, ∀x, y ∈ dom f (strongly monotone gradient)



Strongly convex and smooth functions
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<latexit sha1_base64="hHvq4VOeNX4+/72zk+c0o7krFKM="></latexit>

f PZ µ�Z[YVUNS` JVU]L_ HUK L�ZTVV[O PM
<latexit sha1_base64="Kz+b+L9JMWeZ4n9KUKoX9rba5Qs="></latexit>

0 ! µI ! ∇2f(x) ! LI, ∀x

<latexit sha1_base64="UqzSp3GB/LKc93yzo5ZpPv6dnRM="></latexit>

f(y)

<latexit sha1_base64="0z2Yy3zsO7dwSQtMGdJTKhxkN+0="></latexit>

f(x) +∇f(x)T (y − x) +
µ

2
‖x− y‖22

<latexit sha1_base64="ZQYx11qfXSi28X4Y+HcIsdS2WBM="></latexit>

f(x) +∇f(x)T (y − x) +
L

2
‖x− y‖22

<latexit sha1_base64="qNnRbwxFqvfk6+T/88VKpRF3PFU="></latexit>

(x, f(x))



Strongly convex and smooth convergence
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Theorem<latexit sha1_base64="jwjjRbUADOqliUbLC1TlHcTPBTI="></latexit>

3L[ f IL µ�Z[YVUNS` JVU]L_ HUK L�ZTVV[O� 0M t = 2

µ+ L
� [OLU

<latexit sha1_base64="veyim95bfQPLfU0qYracK7DvG2U="></latexit>

^OLYL  = L/µ PZ [OL JVUKP[PVU U\TILY

Remarks
<latexit sha1_base64="2KYu2gvXwbCRPlkNqbOqDOUOFvk="></latexit>

 3PULHY �NLVTL[YPJ� JVU]LYNLUJL YH[L O(log(1/✏)) P[LYH[PVUZ

 .LULYHSPaLZ X\HKYH[PJ WYVISLTZ ^OLYL
t = 2/(�max(P ) + �min(P ))� cond(P ) PUZ[LHK VM 

 +PTLUZPVU�MYLL JVU[YHJ[PVU MHJ[VY� PM  KVLZ UV[ KLWLUK VU n

<latexit sha1_base64="o3/qFeid9hBTrhhopPu/HhSHkTM="></latexit>

‖xk − x!‖2 ≤
(
κ− 1

κ+ 1

)k

‖x0 − x!‖2



Strongly convex and smooth convergence
Proof
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Fundamental  
theorem of calculus:

<latexit sha1_base64="nsAvA9QHlO4JGGUWeWUo2T8qSGY="></latexit>

xk

<latexit sha1_base64="EG7DFsRK+1U1vbxnp7JIj/QA/cM="></latexit>

x?
<latexit sha1_base64="wXJ3QSfEb3TWt0AtwX6ARs1KvC0="></latexit>

xτ = x" + τ(xk − x")

Therefore,

(similar to quadratic)

<latexit sha1_base64="xQKXyv6qYG+PDIRucfvaq1Aj9Tk="></latexit>

kxk+1 � x?k2 = kxk � x? � trf(xk)k2

=

����

✓Z 1

0

�
I � tr2f(x⌧ )

�
d⌧

◆
(xk � x?)

����

 max
0⌧1

kI � tr2f(x⌧ )k2kxk � x?k2

 L� µ

L+ µ
kxk � x?k2

<latexit sha1_base64="5YXuyyFWpiKJCe8VuunhSDFIW3M="></latexit>

(WWS` [OL PULX\HSP[` YLJ\YZP]LS` [V NL[ [OL YLZ\S[

<latexit sha1_base64="AagfDnJIikIY9e2EFye7RU00edk="></latexit>

∇f(xk) = ∇f(xk)−∇f(x!)| {z }
=0

=

Z xk

x!

∇2f(xτ )dxτ

=

✓Z 1

0
∇2f(xτ )dτ

◆
(xk − x!)



Dropping strong convexity



Many functions are not strongly convex
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<latexit sha1_base64="pUznwxbCLVn5noEGp/tCfe0n2Z4="></latexit>

f(x) = 1/x

<latexit sha1_base64="FE9IljexM14XwAgBh8qQkaIr2GE="></latexit>x

<latexit sha1_base64="XrVPrk7l/ubK0+gVellzvG92Y0A="></latexit>

-VJ\Z VU VIQLJ[P]L LYYVY f(xk)� f(x?) PUZ[LHK VM ]HYPHISL LYYVY kxk � x?k2

<latexit sha1_base64="PZDncmuRQLl6zpYhcFuUPyIUQww="></latexit>

>P[OV\[ Z[YVUN JVU]L_P[ �̀ [OL VW[PTHS ZVS\[PVU TPNO[ IL ]LY` MHY �x? = 1� I\[
[OL VIQLJ[P]L ]HS\L ]LY` JSVZL



Null growth directions without strong convexity
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<latexit sha1_base64="fFT00V20hbWmbw7HNiFp4PV6qu4="></latexit>

xk+1 = HYNTPU
y

f(xk) +∇f(xk)T (y − xk) +
1

2tk
‖y − xk‖22

<latexit sha1_base64="TNNp1twYvqP34uD5K+zc6+q92lg="></latexit>

xk
<latexit sha1_base64="s6UiRNNaP074XfldUGhfj3vWATo="></latexit>

xk+1

<latexit sha1_base64="8ZHTLpLRpSUEZS7MKh+SeAD9u24="></latexit>

f(xk)

<latexit sha1_base64="7CqLsPCszR6wOsW6LLmbokQgZD0="></latexit>

f(xk+1)

<latexit sha1_base64="CR5im9xudP+blrVh4LzAKGGo63Q="></latexit>

.YHKPLU[ KLZJLU[ PU[LYWYL[H[PVU! YLWSHJL r2f(xk) ^P[O 1

tk
I

<latexit sha1_base64="txcO6C7lkpXC3MC9RQXQ9Z7tREI="></latexit>

/V^ [V WPJR H X\HKYH[PJ HWWYV_PTH[PVU&

<latexit sha1_base64="5moCsliOxkYiWOMH8aRxqxZffMQ="></latexit>

<ZL L�3PWZJOP[a ZTVV[OULZZ

<latexit sha1_base64="NYkfU1CAmAGLwJudhWKPf7Lz3D0="></latexit>

/LZZPHU r2f(x) OHZ ZVTL U\SS NYV^[O KPYLJ[PVUZ �P[ JHU L]LU IL 0�



Convergence for smooth functions
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Theorem
<latexit sha1_base64="jqmvVBMMQqf1nQ2AEksY2FHtTtg="></latexit>

3L[ f IL L�ZTVV[O� 0M t < 1/L [OLU NYHKPLU[ KLZJLU[ ZH[PZÄLZ

<latexit sha1_base64="DbhaxdL5NyQrwaYtzSyFHoZFA6M="></latexit>

f(xk)− f(x!) ≤ ‖x0 − x!‖22
2tk

<latexit sha1_base64="HFBGUIiGnC3BhcONvkPvGTNvETA="></latexit>

:\ISPULHY JVU]LYNLUJL YH[L O(1/✏) P[LYH[PVUZ �JHU IL ]LY` ZSV^��



Convergence for smooth functions
Proof
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<latexit sha1_base64="ktGoyduQA3we9ZjZQucVpcRFwu4="></latexit>

<ZL L�3PWZJOP[a JVUZ[HU[
<latexit sha1_base64="3lZenOyTefCRKrQrOyxkljxphbg="></latexit>

f(xk+1) ≤ f(xk) +∇f(xk)T (xk+1 − xk) +
L

2
‖xk − xk+1‖22

<latexit sha1_base64="ot/eM993GRTX19MvWjmFTCcpkt8="></latexit>

f(xk+1) ≤ f(xk)−
(
1− Lt

2

)
t‖∇f(xk)‖22

<latexit sha1_base64="qcPv8moyIKPwcjtB7CPBxDE5FiI="></latexit>

7S\N PU P[LYH[L xk+1 = xk � trf(xk) PU YPNO[�OHUK ZPKL

<latexit sha1_base64="L/ae+m20ngvZZNTcURtsBDnEWWw="></latexit>

f(xk+1) ≤ f(xk)− t

2
‖∇f(xk)‖22

<latexit sha1_base64="zukhSqas/ITKp/ToMZBUnpYc3ls="></latexit>

Take 0 < t  1/L we get 2 > 2� Lt � 1 and

(non increasing cost)
<latexit sha1_base64="8Zgvj7xxyHzIA+s56/Zx0hJzK+k="></latexit>

5V[L! UVU�PUJYLHZPUN MVY HU` t > 0 Z\JO [OH[
✓
1� Lt

2

◆
t > 0 ) t 2 (0, 2/L)



Convergence for smooth functions
Proof (continued)
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<latexit sha1_base64="dCtngyzYia8qn3jj8zp/2B6AfXc="></latexit>

*VU]L_P[` VM f PTWSPLZ f(xk)  f(x?) +rf(xk)T (xk � x?)
<latexit sha1_base64="wadP2cnork2lzQrdajCaMlXy3vQ="></latexit>

;OLYLMVYL� ^L YL^YP[L f(xk+1)  f(xk)� t

2
krf(xk)k22 HZ

<latexit sha1_base64="RThK8pgL+CRMf8dbe2V+CQWVG2s="></latexit>

f(xk+1)� f(x?)  rf(xk)T (xk � x?)� t

2
krf(xk)k22

=
1

2t

�
kxk � x?k22 � kxk � x? � trf(xk)k22

�

=
1

2t

�
kxk � x?k22 � kxk+1 � x?k22

�



Convergence for smooth functions
Proof (continued)
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<latexit sha1_base64="8OgDlJnAyv1wHHwqGcLeyD0BcSg="></latexit>

:\TTPUN V]LY [OL P[LYH[PVUZ ^P[O i = 1, . . . , k
<latexit sha1_base64="aIoB0bY7EmyYqtYMMWKe0e+8gSk="></latexit>

kX

i=1

�
f(xi)� f(x?)

�
 1

2t

kX

i=1

�
kxi�1 � x?k22 � kxi � x?k22

�

=
1

2t

�
kx0 � x?k22 � kxk � x?k22

�

 1

2t
kx0 � x?k22

<latexit sha1_base64="gEXbAh6O9VWNE3fvjOqy3KR2BDU="></latexit>

:PUJL f(xk) PZ UVU�PUJYLHZPUN� ^L OH]L
<latexit sha1_base64="GwMkcw5tpCUyf/GMLC791KsTdWU="></latexit>

f(xk)− f(x!) ≤ 1

k

k∑

i=1

(f(xi)− f(x!)) ≤ 1

2kt
‖x0 − x!‖22



Issues with computing the optimal step size

40

Can we select a good step-size as we go?

<latexit sha1_base64="KslkTKN7KbcpTM8cMF0FXDfhXzs="></latexit>

;OL Y\SL t = 2/(�max(P ) + �min(P )) JHU IL ]LY` L_WLUZP]L [V JVTW\[L
<latexit sha1_base64="lPyVctzvqYqSX+yYzkundIy+vLA="></latexit>

0[ YLSPLZ VU LPNLUKLJVTWVZP[PVU VM P �P[LYH[P]L MHJ[VYPaH[PVUZ����

Quadratic programs

Smooth and strongly convex functons
<latexit sha1_base64="39m5kJtjlBL6c23oJ7gsiNnj8EU="></latexit>

=LY` OHYK [V LZ[PTH[L µ HUK L PU NLULYHS



Gradient descent
Today, we learned to:


• Classify optimization algorithms (zero, first, second-order)


• Derive and recognize convergence rates


• Analyze gradient descent complexity under smoothness and strong convexity  
(linear convergence, fast!)


• Analyze gradient descent complexity under only smoothness  
(sublinear convergence, slow!)

41



Next lecture

• Line search


• Subgradient methods

42


