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Most applications require fast and effective 
decisions in real-time



Real-time optimization can help us

4

decisions

parameters

re-planning in real-time 

is the key to effective 

decision-making

How do we solve 
such problems?

<latexit sha1_base64="jm2XSSJ3rSdolFTT4NWdPgMCM08="></latexit>minimize f(z, x)

subject to z ∈ C(x)

<latexit sha1_base64="vqtjrTdc1mgBd2bquTo1CEa95U0="></latexit>objective f : energy consumption, costs
constraints C: dynamics, physical limits



First-order methods are now widely popular…

use only first-order information (e.g., gradients)  
to solve optimization problems

✓cheap iterations


✓easy to warm-start

large-scale  
optimization

embedded  
optimization

benefits of first-order methodsexample  
projected gradient descent

<latexit sha1_base64="g6ZhL+QRSgxDqL/PB5QdO39LI+8="></latexit>minimize f(z, x)

subject to z ∈ C(x)

<latexit sha1_base64="k1EULGx3XphvddpX6/GsaO+kDec="></latexit>

zk+1 = ΠC(x)(z
k
− θ∇f(zk, x))

projection gradient step
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…and they can solve many constrained convex problems!

6

O'Donoghue, Chu, Parikh, Boyd (2016)

Conic Programs

Stellato, Banjac, Goulart, 

Bemporad, Boyd (2020)

Quadratic Programs

Applegate, Díaz, Hinder, Lu, Lubin, 

O'Donoghue, Schudy (2021)

PDLP

Linear Programs



But they can converge slowly

7

major issue in safety-critical applications with

real-time 
requirements

limited 
computing power

large amount of data 
(e.g., instances, solutions)

in most applications we repeatedly 

solve the same problem with  
varying parameters

<latexit sha1_base64="jm2XSSJ3rSdolFTT4NWdPgMCM08="></latexit>minimize f(z, x)

subject to z ∈ C(x)

�main idea



First-order methods in parametric convex optimization

8

verification 
analysis

design 
learning

worst-case probabilistic


 
 



 
 


with probabilistic 
guarantees


 
 




Performance verification



Convergence of first-order methods
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iterations
<latexit sha1_base64="OCQRU3vHcbUEe1r8yoroMKjg29Q="></latexit>

zk+1 = T (zk, x) for k = 0, 1, . . .

goal: find fixed-points

operator 
(e.g., contractive, averaged)

<latexit sha1_base64="hN678fNy8fGEhhlqgQpOa+U2Ou4="></latexit>

z⋆ = T (z⋆, x)

performance metric

fixed-point residual 
(converges to 0)

<latexit sha1_base64="zQMWFpd0kLjWqF5gyiqmbMmUP1A="></latexit>

r
k(x) = ∥T (zk−1)− z

k−1∥ = ∥zk − z
k−1∥

example  
gradient descent

problem

iterations

optimality conditions

fixed-points sa
m

e
 a

s

<latexit sha1_base64="VIZsNq4/mhO/ubH33PdblhIgD/U="></latexit>minimize f(z, x)
<latexit sha1_base64="tXPLqutchTjgGGQziWnc3FtzMEw="></latexit>

rf(z?, x) = 0

<latexit sha1_base64="8NxWDYtP0d4fQeCLyR3HOCntKJ8="></latexit>

zk+1 = zk − θ∇f(zk, x)

<latexit sha1_base64="jddqmlyLZOxYamBFVYzNH8f8Xxk="></latexit>

z⋆ = z⋆ − θ∇f(z⋆, x)



Classical convergence bounds via Performance Estimation

11Drori and Teboulle (2014), Taylor, Hendrickx, Gilneur (2017), and many others including Ryu, De Klerk, Grimmer… 

write using  
interpolation  
conditions

performance 
metric

function class  
(e.g., strongly-convex, 

 smooth functions)
initial 

condition

independent from 

iterate dimensions

convex SDP 

Gram matrix reformulation

<latexit sha1_base64="3WMzYHrFl9gOUuQLZISShDr5gok="></latexit>

G =













∥z1 − z0∥2
2

(z1 − z0)T g1 (z1 − z0)T g0

(z1 − z0)T g1 ∥g1∥2
2

(g1)T g0

(z1 − z0)T g0 (g1)T g0 ∥g0∥2
2

. . .













gradients

<latexit sha1_base64="xd58jaP/dAreBvQPzn6YA9qhYIE="></latexit>

maximize ∥zK − zK−1∥

subject to f ∈ F

z0, z1, . . . , zK iterates of algorithm T on f

∥z1 − z0∥ ≤ r



<latexit sha1_base64="gl1M3JkLEec/y6SFdgG0vk4ITgA="></latexit>

minimize kAz � xk2
2
+ λkzk1

subject to 0  z  1

Classical worst-case convergence bounds can be very loose
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image deblurring problem 
emnist dataset

deblurred 
image

blurred 
image
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10−3

10−2
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101

Theoretical worst-case bound

Sample average

Sample 99th quantile

iterations

co
n
ve

rg
en

ce
 c

ri
te

ri
on

why are worst-case 

bounds pessimistic?



Issues with classical convergence analysis
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<latexit sha1_base64="wIY5g5Jr9pbeY8B9B3BeVYRwSEU="></latexit>minimize f(z, x)

subject to z ∈ C(x)

practical settings
same problem with  
varying parameters

(unknown distribution)

<latexit sha1_base64="ExbOdIRAhhacBB+CoQvdw3FGLYM="></latexit>

x ∼ P

<latexit sha1_base64="eBygnRv42FLmWZaWq+/an5/iP5U="></latexit>

f

quadratic  
upper bound

quadratic  
lower bound

<latexit sha1_base64="ebxd2hMFLLRsEomnMdYbihBugNw="></latexit>(f is strongly convex and smooth...)

we may never encounter 

that function

general function classes

worst-case 
initial point

we may never start 

from that point

pessimistic bounds



Algorithms as fixed-length computational graphs
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iterations
<latexit sha1_base64="uVoPKgalGHyXcMxOB5UWCM+Ols0="></latexit>

z
0

<latexit sha1_base64="HswKu4jppWwwWIfVna0I1466/RE="></latexit>

z
K

optimizer

<latexit sha1_base64="DQrrVv9BVkkdVKHt3EKQsqYMaR8="></latexit>

Tθ

<latexit sha1_base64="DQrrVv9BVkkdVKHt3EKQsqYMaR8="></latexit>

Tθ

warm start
<latexit sha1_base64="n+/HlElDaSeBbGI4TZdwoJ6Aufs="></latexit>

x

problem 
instance

<latexit sha1_base64="BUbQmK4eE18OMcgHCewFisnle+M="></latexit>

Zθ

<latexit sha1_base64="WAm9UqdyCP/vteE7OgmWs87epcc="></latexit>

zk+1 = Tθ(z
k, x)

<latexit sha1_base64="ibsKEEchOJN4yp4qzr5kdImeka8="></latexit>

z
1

<latexit sha1_base64="dg7IZ5PVvS4JTAQujHdNRyFaAts="></latexit>

z
K−1

<latexit sha1_base64="9NgmAWkY7i/2xOZabsqAgM4/pMY="></latexit>

z
0 = Zθ(x)

algorithm parameters 
(e.g., step-sizes, accelerations, warm-starts…)

<latexit sha1_base64="uGRh0X/NPg+09XCY9sYHDjcYnPk="></latexit>

zk+1 = ΠC(x)(z
k
− θ∇zf(z

k, x))

example 
projected gradient descent

fixed-length



Verifying the algorithm performance after  iterationsK
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goal 
estimate norm of fixed-point residual

probabilistic

convergence 
tolerance

probability 
bound

problem  
instances

<latexit sha1_base64="NG0srT//8DV3YobhPdYrwB1v0Pc="></latexit>

P
(

r
K(x) > ϵ

)

≤ η

worst-case

problem  
instances convergence 

tolerance

<latexit sha1_base64="5LeTKDhv+BVnGW9e3Iyd6MU4T0c="></latexit>

max
x∈X

r
K(x) ≤ ✏

<latexit sha1_base64="95uNjDnlvWVDZLAz0YDuVgD06aU="></latexit>

r
K(x) = kzK � z

K−1k



Worst-case algorithm verification
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problem  
instances

Vinit Ranjan

performance 
metric

Parametric quadratic optimization

directly encode proximal algorithms 
without interpolation inequalities

affine 
(e.g., gradient, restarts, 
linear system solves)

elementwise maximum 
(e.g., separable projections,  
soft-thresholding,…)

step verification constraint

<latexit sha1_base64="JSkes9Btprqt80AhLg80vy7mMRc="></latexit>

Dz
k+1

= Az
k
+Bx

<latexit sha1_base64="JSkes9Btprqt80AhLg80vy7mMRc="></latexit>

Dz
k+1

= Az
k
+Bx

similar to 
ReLU

<latexit sha1_base64="9L+BrAcQu7tMfga1tWBiR6iUuAQ="></latexit>

z
k+1

= max{zk, 0}

<latexit sha1_base64="LTsS9RrsvIHAdUSEWm+wlbhBXr8="></latexit>

z
k+1

≥ 0, z
k+1

≥ z
k

(zk+1)T (zk+1
− z

k) = 0

similar constraints  

to neural network 

verification

Liu et al. (2021), Albarghouthi (2021) 

<latexit sha1_base64="1+sfcocfcQRUWB8dgJnnFmoQLWU="></latexit>

max
x∈X

rK(x) = maximize kzK � zK−1k

subject to zk+1 = Tθ(z
k, x), k = 0, . . . ,K � 1

z0 = Zθ(x), x 2 X



Relaxing verification problem to an SDP
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The verification problem is NP-hard

(by reduction from 0-1 integer programming)

elementwise maximum 
(e.g., box projections,  
soft-thresholding,…)

step verification constraint relaxed constraint

<latexit sha1_base64="9L+BrAcQu7tMfga1tWBiR6iUuAQ="></latexit>

z
k+1

= max{zk, 0}

<latexit sha1_base64="LTsS9RrsvIHAdUSEWm+wlbhBXr8="></latexit>

z
k+1

≥ 0, z
k+1

≥ z
k

(zk+1)T (zk+1
− z

k) = 0

<latexit sha1_base64="J1GoDDhfXVSnMEqn4HvXR0+h20c="></latexit>

zk+1
� 0, zk+1

� zk

tr

 "

I �I/2

�I/2 0

#

M

!

= 0

M ⌫

"

zk+1

zk

#"

zk+1

zk

#T

Raghunathan et al. (2018), Dathathri et al. (2020), 

Fazlyab et al. (2020), Chen et al. (2022), Brown et al. (2022)

convex semidefinite 

program relaxation

depends on 

iterate dimensions



Unconstrained QP
Exact SDP reformulation
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parameters

gradient  
descent

<latexit sha1_base64="s4pZGYvRzR2HqYJ/0I+PG6n8Ve8="></latexit>

maximize kzK � zK−1k

subject to zk+1 = zk � θ(Pzk + x), k = 0, . . . ,K � 1

z0 = Zθ(x), x 2 X
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K
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PEP

Z1

Z2

Z3

case I

<latexit sha1_base64="38RXp3CpN15eFqPfxp3MotWQb54="></latexit>

Zθ(x) = Z1, Z2, or Z3

x ∈ X = {0}

Z1

Z2

Z3

PEP cannot distinguish warm-starts

warm-starts

2 4 6 8 10

K

10−2

10−1

100

W
o
rs
t
ca
se

fi
x
ed

p
o
in
t
re
si
d
u
a
l

P1

P2

PEP

case II

P1

P2

PEP cannot distinguish quadratic functions

<latexit sha1_base64="ceheeCfKOWhrE75jruMz1H3cSaA="></latexit>

Zθ(x) = {z | kz � 0.9 · 1k  0.1}

x 2 X = {0}

P1, P2 rotations of P

rotated functions

<latexit sha1_base64="Jul+zx/pBkmtqMRlH9olTlAxQUo="></latexit>

minimize (1/2)zTPz + xT z

verification problem



Nonnegative least-squares verification
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Verification of First-Order Methods for Parametric Quadratic Optimization 
V. Ranjan and B. Stellato 

arXiv e-prints:2403.03331 (2024)

github.com/stellatogrp/algorithm_verification
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l

Fixed step-size Fractal (silver) step-size

Theoretical worst-case bound (PEP)

Sample maximum

Our SDP relaxation

nonnegative least squares

10x-1000x reduction 

(exploiting parametric 

structure)

<latexit sha1_base64="DvMqncSjP7NK8VgT56AgmJSZSfk="></latexit>

minimize (1/2)∥Az − x∥2
2

subject to z ≥ 0

verification problem
<latexit sha1_base64="H6b6qveH46Vwffu0WWeeDu0b45E="></latexit>

maximize ∥zK − zK−1∥

subject to zk+1 = max{(I − θATA)zk + θ(ATx), 0}, k = 0, . . . ,K − 1

z0 = {0}, x ∈ X = {x | ∥x− 30 · 1∥ ≤ 0.5}parameters

projected 
gradient  
descent

computationally more 

expensive than PEP 

(up to 1000 seconds  

for these instances)



Verifying the algorithm performance after  iterationsK

20

goal 
estimate norm of fixed-point residual

probabilistic

convergence 
tolerance

probability 
bound

problem  
instances

<latexit sha1_base64="NG0srT//8DV3YobhPdYrwB1v0Pc="></latexit>

P
(

r
K(x) > ϵ

)

≤ η

worst-case

problem  
instances convergence 

tolerance

<latexit sha1_base64="5LeTKDhv+BVnGW9e3Iyd6MU4T0c="></latexit>

max
x∈X

r
K(x) ≤ ✏

<latexit sha1_base64="95uNjDnlvWVDZLAz0YDuVgD06aU="></latexit>

r
K(x) = kzK � z

K−1k



Probabilistic analysis

21

data

<latexit sha1_base64="oSmfcRz0sxypJeujI3xoLOxfTC8="></latexit>

D = {xi}N
i=1

issue
<latexit sha1_base64="ala1PULsupLJne/Qm/BWyl1T/0E="></latexit>we don’t know P ! how can we bound 

the true probability?

goal  
estimate probability of  

computing bad-quality solutions
<latexit sha1_base64="cCzfz/rdw7YA4XzyAIiC7yL9yE8="></latexit>

P(rK(x) > ϵ) =

any metric


(e.g., fixed-point residual)



Our recipe to bound performance

22

goal  
estimate probability of  

computing bad-quality solutions

<latexit sha1_base64="WSTawYxS+Wq5+WdibQGh8mML9Tc="></latexit>

1(rK(x) > ✏)
error

<latexit sha1_base64="n2hx7VlXESXqj7GkNEm7Ak0gkaA="></latexit>

ϵ) = E
x∼P

(e(x))
<latexit sha1_base64="cCzfz/rdw7YA4XzyAIiC7yL9yE8="></latexit>

P(rK(x) > ϵ) =

step 1
<latexit sha1_base64="P7GPQ57X4ukw5W3bfuZOStrMB7s="></latexit> run K steps
for N parametric instances

<latexit sha1_base64="JcjYYupROjHAPg48wzc35cYCH+I="></latexit>

xi

<latexit sha1_base64="NKWwIMmURCngP1h3YGtq6z/P2So="></latexit>

z
K(xi)

instances candidate  
solutions

any metric


(e.g., fixed-point residual)

step 2

compute empirical risk
<latexit sha1_base64="2i57PmFROs5A4kfoPuJ1lmmZfrE="></latexit>

1

N

N∑

i=1

e(xi)

step 3
bound true risk


(next slide)
<latexit sha1_base64="0xbr4FVvYC3n69AGfikJfdPQnq4="></latexit>

E
x∼P

(e(x)) ≤ bound

Rajiv Sambharya



Statistical learning gives us probabilistic guarantees

23

sample convergence bound
<latexit sha1_base64="3KRnJUPSExyJa6vbkpsLiumIi1o="></latexit>with probability 1− δ

<latexit sha1_base64="O3sj1NaDy1fjovvnq1mRgjHlVNc="></latexit>

P(rK(x) > ϵ) = E
x∼P

(e(x)) ≤ kl−1

(

1

N

N
∑

i=1

e(xi)

∣

∣

∣

∣

∣

log(2/δ)

N

)

Langford (2001)

regularizer

number of 
instances

true risk empirical risk
inverse kl 

divergence 
(1D convex  
problem)

<latexit sha1_base64="9Kwg5lSOeKGxZxIzXYaaFHJCouU="></latexit>

interpretation of bound equal to B
<latexit sha1_base64="US90IuIy1JwAImh0gd46JfBnNYA="></latexit>With probability 1− �, the fixed-point residual is above ✏ after K steps

B fraction of times



Success rates for OSQP in image deblurring

24

fraction of problems solved error
<latexit sha1_base64="WSTawYxS+Wq5+WdibQGh8mML9Tc="></latexit>

1(rK(x) > ✏)
<latexit sha1_base64="XCtOY/f5inJxsd+RJjycN8C7IJo="></latexit>

1− E
x∼P

(e(x))

guarante

t

Cold

s

<latexit sha1_base64="LDhQcU1TXKHqCNqtVSZDPcqVPTk="></latexit>

Theoretical worst-case bound
<latexit sha1_base64="fuCS3R84+aewNJOZSKHYiu3Oig4="></latexit>

Our bound with N = 10 samples
<latexit sha1_base64="AW8qa1O93ozYp2CHnDPzgfNfHZw="></latexit>

Our bound with N = 100 samples
<latexit sha1_base64="TUlai1wq6ZdjRzGCnWm2ji4xKN4="></latexit>

Our bound with N = 1000 samples

<latexit sha1_base64="aNCBMf/YjTYigYULuiSa1znmiI8="></latexit>

Sample fraction

101 103 105
0.0

0.5

1.0

−
X

fixed-point residual: ≤ = 0.1

101 103 105

fixed-point residual: ≤ = 0.01

101 103 105

fixed-point residual: ≤ = 0.001

iterations iterations iterations

<latexit sha1_base64="nkAN4NAlCIBDXsBxQNQ8xd2/PSo="></latexit>

ϵ = 0.1
<latexit sha1_base64="IxfvIeHx/bZRU68DdUOaxMFlGBE="></latexit>

ϵ = 0.01
<latexit sha1_base64="ybkk4VHOUAWx9//V37D4wEjwYHU="></latexit>

ϵ = 0.001

fr
ac

ti
on

 o
f 
p
ro

b
le

m
s 

so
lv

ed

iterations required 
to solve all test instances

Solve with OSQP solver

<latexit sha1_base64="gl1M3JkLEec/y6SFdgG0vk4ITgA="></latexit>

minimize kAz � xk2
2
+ λkzk1

subject to 0  z  1

deblurred 
image

blurred 
image



First-order methods in parametric convex optimization

25

verification 
analysis

design 
learning

worst-case probabilistic


 
 



 
 


with probabilistic 
guarantees


 
 




Algorithm design



Training algorithms as fixed-length computational graphs

27

<latexit sha1_base64="uGRh0X/NPg+09XCY9sYHDjcYnPk="></latexit>

zk+1 = ΠC(x)(z
k
− θ∇zf(z

k, x))

example 
projected gradient descent

iterations
<latexit sha1_base64="uVoPKgalGHyXcMxOB5UWCM+Ols0="></latexit>

z
0

<latexit sha1_base64="HswKu4jppWwwWIfVna0I1466/RE="></latexit>

z
K

optimizer

<latexit sha1_base64="DQrrVv9BVkkdVKHt3EKQsqYMaR8="></latexit>

Tθ

<latexit sha1_base64="DQrrVv9BVkkdVKHt3EKQsqYMaR8="></latexit>

Tθ

warm start
<latexit sha1_base64="n+/HlElDaSeBbGI4TZdwoJ6Aufs="></latexit>

x

problem 
instance

<latexit sha1_base64="BUbQmK4eE18OMcgHCewFisnle+M="></latexit>

Zθ

<latexit sha1_base64="ibsKEEchOJN4yp4qzr5kdImeka8="></latexit>

z
1

<latexit sha1_base64="dg7IZ5PVvS4JTAQujHdNRyFaAts="></latexit>

z
K−1

update algorithm parameters 
(step-sizes, accelerations, warm-starts)

fixed-length

loss



Learning can accelerate optimizers

28

B. Dilkina, E. Khalil, A. Lodi, P. Van 
Hentenryck, P. Bonami, S. Jegelka, …

Combinatorial optimization

our previous contributions

No performance 

guarantees

Can we build  

rigorous and data-driven 

performance guarantees?

Continuous optimization
W. Yin, B. Amos, Z. Kolter, 

M. Andrychowicz, C. Finn, 


P. Van Hentenryck …

our previous contributions

Accelerating quadratic optimization  
with reinforcement learning 
J. Ichnowski, P. Jain, B. Stellato, … et al. 
NeurIPS (2021)

The voice of optimization 
D. Bertsimas, B. Stellato  

Machine Learning (2021) 

Online mixed-integer optimization in 
milliseconds 
D. Bertsimas, B. Stellato  

INFORMS Journal on Computing (2022)



algorithm parameters 
(step-sizes, 


accelerations, 

warm-starts)

Statistical learning theory for optimization algorithms

29

supervised learning learning to optimize

input

hypothesis

error

guarantees

<latexit sha1_base64="va+8Rvksl4QqxxC456DSoI8rvjc="></latexit> problem instance
(with parameter x)

cat
<latexit sha1_base64="xXNRokhqmwXMb9VtpDJR5+UYuxM="></latexit>

residual rK
θ
(x)

expected loss


on new data
expected loss


on new problem instances

0 (1 if wrong)
<latexit sha1_base64="k5MXH/9ZucTargJQQmhV1ANhC34="></latexit>

eθ(x) = 1(rKθ (x) > ✏)



PAC-Bayes generalization bounds

30

learning task distribution of algorithm parameters 
(step-sizes, accelerations, warm-starts)

can be  
anything

<latexit sha1_base64="etTSxuGX5vJLg+AzgyWRDYcjyDo="></latexit>1. Pick prior Θ0 before observing data

2. Observe data D = {xi}N
i=1

3. Learn posterior Θ: θ ∼ Θ

4. Bound performance
McAllester (1999), Maurer (2004)

<latexit sha1_base64="SrQ9Bti/3CgrS7a8C1W3nVpB8YI="></latexit>

P
N

(

E
θ∼Θ

E
x∼P

(eθ(x)) ≤ t̂N

)

≥ 1− δ

data-driven bound
<latexit sha1_base64="0KPQEiJhefN5vrbZpwz26qSbKDk="></latexit>

t̂N = kl−1

(

1

N

N
∑

i=1

E
θ∼Θ

(eθ(xi))

∣

∣

∣

∣

∣

KL(Θ||Θ0) + log(2
√

N/δ)

2N

)

empirical risk regularizer
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minimize data-driven upper bound
with stochastic gradient methods

Bottou et al (2018), Dziugaite et al (2017), Bartlett et al (2017, 2018), Jiang (2020), Majumdar et al (2021)

results

(e.g., sequence 

of step-sizes)

distribution over 

algorithm parameters

<latexit sha1_base64="on+bmIzMLzBHl2NkpX/Jwz/lckY="></latexit>

θ ∼ Θ = N (µ,λI)

numerical 

performance 

bounds

Rajiv Sambharya
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empirical risk regularizer

derivative through 
convex optimization problem

Reeb et al. (2018)
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minimize
subject to

noisy trajectory recovered trajectory

second-order cone program solver (SCS)
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T
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∥wt∥

2
2 + ψ(vt)

subject to st+1 = Ast +Bwt, t = 0, . . . , T − 1

yt = Cst + vt, t = 0, . . . , T
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Huber loss
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warm start
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x

problem 
instance
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Zθ

goal 
learn warm-start mapping
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Robust Kalman Filtering with learned warm starts

Robust Kalman filtering
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noisy trajectory

optimal solution
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Solution after 5 fixed-point iterations
with different warm-starts

nearest neighbor

previous solution
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learned K = 5

 with learning, we can 

estimate the state well 

Learning to Warm-Start Fixed-Point Optimization Algorithms 
R. Sambharya, G. Hall, B. Amos, and B. Stellato 

Journal of Machine Learning Research (2024)
github.com/stellatogrp/l2ws

we also showed  

warm-start specific 

PAC Bayes generalization 

guarantees

two example trajectories
points

http://github.com/stellatogrp/l2ws
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noisy 
signal

known  
dictionary
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minimize ∥Dz − x∥2
2
+ λ∥z∥1

reconstructed 
signal

classical algorithm (ISTA)

shrinkage operator
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φλt(v) = max{v,λt}−max{−v,λt}
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k+1 = φλt
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Gregor and LeCun (2010), Liu et al. (2019)

learned variants (e.g., ALISTA)
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θ = {γk
,ψk}K−1

k=0

algorithm 
parameters
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NMSEdB(z) = 10 log10
(

∥z − z̄∥2/∥z̄∥2
)

performance metric
normalized mean squared error

ground 
truth
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fraction of problems solved
error
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ϵ = −10
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ϵ = −20
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Sample bound
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Our bound
(high conf㘶dence, 1− δ = 0.999)

our bound are close to 

the empirical 

performance

learned optimizers 

provably perform well 

in just 10 iterations
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Data-Driven Performance Guarantees for Classical and Learned Optimizers 
R. Sambharya and B. Stellato 

arxiv.org: 2404.13831 (2024)
github.com/stellatogrp/data_driven_optimizer_guarantees
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2. data can help us

• design optimization algorithms
• verify their performance


 
 



 
 


new view 

• task-specific


• trainable


• deployable anywhere

1. parametric structure matters

traditional view 

• general-purpose


• one-size-fits all

3. we should rethink optimization algorithms
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k → ∞ the penalty term goes to zeroAs the number of iterations
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β  directly affects the penalty termThe contractive factor

We combine operator theory with PAC-Bayes theory to get the bound
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β ∈ (0, 1)
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∥Tx− Ty∥2 ≤ β∥x− y∥2 ∀x, y
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β-contractive case

penalty termempirical risk
risk

Theorem: for any
<latexit sha1_base64="KweF0dewYRZSZkoXN1vL1GCDzSs="></latexit>

γ > 0
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∥z⋆(x)∥2bound on

with probability at least
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1− δ
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<latexit sha1_base64="215KsOtxUitVLJVM9Wer0+3s+HY="></latexit>

kl(q || p) ≤ c

Many PAC-Bayes-type bounds bound the risk implicitly

Solved within a 

millisecond on my laptop
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kl(q || p) := KL(Bernoulli(q),Bernoulli(p))

KL divergence between Bernoulli distributions

regularizerempirical risk risk
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subject to q log( q
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Inverting the KL divergence


