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Accelerating Quadratic Optimization  
with Reinforcement Learning
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The problem
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OSQP
Operator Splitting solver for Quadratic Programs
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Embeddable 
(can be division free!)

Supports  
warm-starting

Detects 
infeasibility

Solves large-scale 
problems



OSQP algorithm
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Critical  
step size 
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Hand-tuned step size
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Tight constraints
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Otherwise

Balance residuals
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li = ui != ∞

Can we learn a 
better update rule 

from data?
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Step size choice as a control problem
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Stage cost Cumulative cost 
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Train with  
Deep Policy Gradient methods (TD3)

Dynamics

controller
Dynamics

algorithm
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Constraint-wise control policy
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Per-constraint update rule
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Per-constraint state
slacks
infeasibility
dual variable

Generalize to 
different 

dimensions

Low-dimensional 
state per 
constraint

Small NN 
policy          
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Visualize learned policy
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Interpretable policy



Performance with step size learning
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Timings for high-accuracy convergence criteria

Up to 3x faster 
than Gurobi



Conclusions
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• Faster convergence


• Very low overhead


• Interpretable policy

Integrate RL and ADMM to dynamically 
tune parameters
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