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Data-Driven Embedded Optimization for Control



Tremendous progress in optimization

2

Top500 peak CPU power

[Our World in Data, https://github.com/owid/owid-datasets]

Hardware + Software

400 billion times 
speedups!

400,000 years 30 seconds
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Is it enough?

3

400,000 years 30 seconds

Robotics

< 10 milliseconds

High-Frequency Trading

< 1 millisecond



Same problem with varying data

4

<latexit sha1_base64="nhE5uCffVVvflD4cyhsdnXCO7z0="></latexit>

TPUPTPaL f(x, ✓)

Z\IQLJ[ [V g(x, ✓)  0

decisions

data

Can we solve it in milliseconds or microseconds?



Challenges in real-time optimization

5

Hardware
Real-Time Limited resources

Reliability Easy  
tuning

Software



Today’s talk
Data-Driven Embedded Optimization for Control

6

Real-Time Limited resources Reliability

OSQP 
Solver

Learning  
Convex Optimization 

Control Policies

Easy  
tuning



Still quadratic programming?

7

March 1956!
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First-order methods

9

Pros

Warm-starting

Large-scale 
problems

Embeddable

Cons

Low quality 
solutions

Can’t detect 
infeasibility

Problem data 
dependent

High-quality 
solutions

Detects 
infeasibility

Robust

OSQP
Wide popularity



The problem
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<latexit sha1_base64="OTUYbjbiLdEQ8vs4X6jEUJ4oHlI="></latexit>

TPUPTPaL (1/2)xTPx+ qTx

Z\IQLJ[ [V Ax 2 C

<latexit sha1_base64="/6w5dHEvjsVhewIdeNS81g2PdD4="></latexit>

8\HKYH[PJ WYVNYHT! C = [l, u]
<latexit sha1_base64="zkhHjK9LavlHMas654DSDFxaxYI="></latexit>

Ax 2 C
<latexit sha1_base64="/ULa+HhGaDB0y+qpriPF79AlFYs="></latexit>

(1/2)xTPx+ qTx



ADMM
Alternating Direction Method of Multipliers
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<latexit sha1_base64="HYBjkBP7P93FfW4X9liVjKS5Shc="></latexit>

TPUPTPaL f(x) + g(x)

<latexit sha1_base64="+7V9peB7bgA5ZASu+uvf+xcYBDM="></latexit>

TPUPTPaL f(x̃) + g(x)

Z\IQLJ[ [V x̃ = x

Splitting

<latexit sha1_base64="QGeFbIA9joqRI2TL8GpEgKAKY/0="></latexit>

x̃k+1  HYNTPU
x̃

⇣
f(x̃) + ⇢/2

��x̃� (xk � yk/⇢)
��2

⌘

xk+1  HYNTPU
x

⇣
g(x) + ⇢/2

��x� (x̃k+1 + yk/⇢)
��2

⌘

yk+1  yk + ⇢
�
x̃k+1 � xk+1

�

Iterations



How do we split the QP?
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<latexit sha1_base64="8keUfhgFPsD1pEGozn62d2r83vs="></latexit>

TPUPTPaL (1/2)xTPx+ qTx

Z\IQLJ[ [V Ax = z

z 2 C

<latexit sha1_base64="B7wANHFZ8o6LAzHiTUMldXKJ7Us="></latexit>

f

Splitting formulation
<latexit sha1_base64="B7wANHFZ8o6LAzHiTUMldXKJ7Us="></latexit>

f
<latexit sha1_base64="8fwIUreHNsBPJbcpnPPUe8akclo="></latexit>g

<latexit sha1_base64="2WlzQEocsWFAY2I4OadjIjy1mTw="></latexit>

TPUPTPaL (1/2)x̃TPx̃+ qT x̃+ IAx=z(x̃, z̃) + IC(z)

Z\IQLJ[ [V x̃ = x

z̃ = z

<latexit sha1_base64="8fwIUreHNsBPJbcpnPPUe8akclo="></latexit>g

Step sizes
<latexit sha1_base64="WPH5taF3rssvb/TB+SmOn25PXSs="></latexit>

� > 0

⇢ > 0



ADMM iterations
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<latexit sha1_base64="KwmQonwozhdXYsA3pV2XgrLk6+k="></latexit>

(xk+1, z̃k+1) argmin
(x,z):Ax=z

(1/2)xTPx+ qTx+ �/2
��x� xk

��2 + ⇢/2
��z � zk + yk/⇢

��2

zk+1  ⇧
�
z̃k+1 + yk/⇢

�

yk+1  yk + ⇢
�
z̃k+1 � zk+1

�

Inner QP

<latexit sha1_base64="ivxOxRi/5bWInXsIJw4fA2tflyk="></latexit>

7YVQLJ[PVU VU[V C



Solving the inner QP
Equality-constrained
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<latexit sha1_base64="9gVbSuSQ8nhx8SfmDcUrtd6RUK4="></latexit>

TPUPTPaL (1/2)xTPx+ qTx+ σ/2
∥∥x− xk

∥∥2 + ρ/2
∥∥z − zk + yk/ρ

∥∥2

Z\IQLJ[ [V Ax = z

<latexit sha1_base64="f+2HwKE82bFtin+7NiXD7NKot1Q="></latexit>[
P + σI AT

A − 1
ρI

][
x

ν

]
=

[
σxk − q

zk − 1
ρy

k

]
Reduced KKT system

Always  
solvable!



Solving the linear system
Direct method (small to medium scale)
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<latexit sha1_base64="f+2HwKE82bFtin+7NiXD7NKot1Q="></latexit>[
P + σI AT

A − 1
ρI

][
x

ν

]
=

[
σxk − q

zk − 1
ρy

k

]
Quasi-definite 

matrix

<latexit sha1_base64="OmnZYfq2vzmB/8LmaLGY9FmX8PM="></latexit>

>LSS�KLÄULK
LDLT

MHJ[VYPaH[PVU
Factorization 

caching

QDLDL 
Free quasi-definite  

linear system solver 
[https://github.com/oxfordcontrol/qdldl]



Solving the linear system
Indirect method (large scale)
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<latexit sha1_base64="BHFiRA21gc3X9VsYHitB29+uN4U="></latexit>(
P + σI + ρATA

)
x = σxk − q +AT (ρzk − yk)Positive-definite 

matrix

Conjugate  
gradient

Solve very 
large 

systems

GPU 
implementation

[https://github.com/oxfordcontrol/cuosqp]



Computing the projection
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<latexit sha1_base64="/6w5dHEvjsVhewIdeNS81g2PdD4="></latexit>

8\HKYH[PJ WYVNYHT! C = [l, u]

<latexit sha1_base64="XddIU3dvaqKYEw7H/QnYNhDiUZg="></latexit>

Π(v) = max(min(v, u), l)

Box projection
<latexit sha1_base64="2hi0v9tFwxq2eVLLa3IT0dfFGjM="></latexit>

Π(v)
<latexit sha1_base64="3/hK1apShuPWDbCzFJIyTOeqAVo="></latexit>v



Easy 
operations

Complete algorithm
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<latexit sha1_base64="AwBjug7oyhpw8/IuyHwFsToMiaY="></latexit>

TPUPTPaL (1/2)xTPx+ qTx

Z\IQLJ[ [V l  Ax  u

Linear system 
solve

Problem

<latexit sha1_base64="XwFFCz9i70u0kFtYLHQ8/ViP2Xw="></latexit>

(xk+1, ⌫k+1) ZVS]L
"
P + �I AT

A � 1
⇢I

#"
xk+1

⌫k+1

#
=

"
�xk � q

zk � 1
⇢y

k

#

z̃k+1  zk + (⌫k+1 � yk)/⇢

zk+1  ⇧
�
z̃k+1 + yk/⇢

�

yk+1  yk + ⇢
�
z̃k+1 � zk+1

�

Algorithm



Code generation

19

� $SFBUF 0421 PCKFD U
N � PTRQ �0421	 


� * O J U J B M J [ F TP M WF S
N� TFUVQ 	1  R  " M  V 

TF U U J OHT 


� (FOFSBUF $ DPEF
N� DPEFHFO 	 � GPMEFS@OBNF � 


Optimized C code

Embedded 
Hardware

It can be compiled into division-free



Compiled code size ~80kb (low footprint)
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GUROBI

CPLEX

OSQP

300x 
Reduction!



How do we ensure fast convergence?
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Primal residual

Dual residual
<latexit sha1_base64="E36mBzw11LKWGiuM9YgyW13x468="></latexit>

rkdual = Pxk + q +AT yk

<latexit sha1_base64="NbHSjbO18zcg0FNDzxxlX6vwlqE="></latexit>

rkprim = Axk − zk

Linear system in indirect method
<latexit sha1_base64="yZFXO9xjbgp3L587m6wjfyrzWSk="></latexit>(
P + ρATA

)
xk+1 = −q +AT (ρzk − yk)

<latexit sha1_base64="sYFabsHBkMUvKd82UxImmv7aB9k="></latexit>

TPUPTPaL (1/2)xTPx+ qTx

Z\IQLJ[ [V Ax = z

l  z  u

Small primal residual

<latexit sha1_base64="8eGcTyZfMv42xWnqxsSh+1QVlU8="></latexit>

ATAxk+1 = AT zk

<latexit sha1_base64="8GTkx5cLjQOLtOVfcyRichuZ9Ks="></latexit>ρ = ∞

<latexit sha1_base64="87/u8oiq/laxomkWtEJxHJps3fI="></latexit>

Pxk+1 = −q −AT yk

Small dual residual

<latexit sha1_base64="uAjX6UiUQeqvAO2QRZIt55Xu3kg="></latexit>

ρ = 0

<latexit sha1_base64="4ilRgnjhn7sqK+AFhlT2vjI6IoE="></latexit>

>OH[»Z [OL VW[PTHS ⇢&



Extreme cases
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<latexit sha1_base64="cplGXvn2u6euo6I60ZSiRNlk2XY="></latexit>

TPUPTPaL (1/2)xTPx+ qTx

Z\IQLJ[ [V Ax = b

Solve in one ADMM step
<latexit sha1_base64="IFBlsT1q2noCHngj+6fYIQMwsUA="></latexit>⇢ ⇡ 1

<latexit sha1_base64="ay/MYAO9AA2lmSOsir3VD+Y55mE="></latexit>[
P AT

A 0

][
x

ν

]
=

[
−q

b

]
Equality constrained QP

Unconstrained QP
<latexit sha1_base64="NWuELabsd6gK6qhMyTjyAzZNz+U="></latexit>

TPUPTPaL (1/2)xTPx+ qTx

Solve in one ADMM step

<latexit sha1_base64="Kmgcwy3UKe+nJY6FGVQ5TFHkdyw="></latexit>

Px = −q

<latexit sha1_base64="IaVzNpRGSUs34KDAeRMO0T+GueA="></latexit>

⇢ ⇡ 0

We need different step sizes



Constraint-wise step size
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<latexit sha1_base64="VykNOU8uOU8CO6fAghdhnzGBc1I="></latexit>

TPUPTPaL (1/2)xTPx+ qTx

Z\IQLJ[ [V l  Ax  u

Tight constraints
<latexit sha1_base64="xVCGNy7w9j88gkF3CMxH1qr9shM="></latexit>

li = (Ax?)i VY (Ax?)i = ui

<latexit sha1_base64="fbcwq9At7YdkZgTVc7qjxEmrxj0="></latexit>

li VY ui ÄUP[L

Balance residuals
<latexit sha1_base64="7GFbH9DhMHVBwOJPHYxGuSPskzU="></latexit>

ρk+1
i ← ρki

√
‖rprim‖/‖rdual‖

<latexit sha1_base64="V0jUwXYcU0QsArd3AyJ62I0jbxA="></latexit>

⇢i = 0

Never tight
<latexit sha1_base64="bPJRP6120Ee+yJernhRZW7ocojs="></latexit>

li = �1 HUK ui = 1

<latexit sha1_base64="u6u+rxPU6nE0f9Z2dMxeYFCC63c="></latexit>ρi = ∞

Always tight
<latexit sha1_base64="FSfT4JCX4N9fXQ8zkrvurtGqawU="></latexit>

li = ui != ∞

<latexit sha1_base64="m8EMu4Zp4yzpYtoBN/bpOoFhEe0="></latexit>

⇢ = (⇢1, . . . , ⇢m) JHU IL H ]LJ[VY



OSQP
Operator Splitting solver for Quadratic Programs

24

Embeddable 
(can be division free!)

Supports  
warm-starting

Detects 
infeasibility

Solves large-scale 
problems



Users

25

More than 3 million downloads!

[pepy.tech/project/osqp]



Performance benchmarks

26[github.com/oxfordcontrol/osqp_benchmarks]
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OSQP Benchmarks 
(control, portfolio, lasso, SVM, etc.) Maroz-Meszaros



Improve the step size update

27

<latexit sha1_base64="u6u+rxPU6nE0f9Z2dMxeYFCC63c="></latexit>ρi = ∞

<latexit sha1_base64="FSfT4JCX4N9fXQ8zkrvurtGqawU="></latexit>

li = ui != ∞
<latexit sha1_base64="V0jUwXYcU0QsArd3AyJ62I0jbxA="></latexit>

⇢i = 0

<latexit sha1_base64="bPJRP6120Ee+yJernhRZW7ocojs="></latexit>

li = �1 HUK ui = 1 <latexit sha1_base64="fbcwq9At7YdkZgTVc7qjxEmrxj0="></latexit>

li VY ui ÄUP[L

Balance residuals
<latexit sha1_base64="7GFbH9DhMHVBwOJPHYxGuSPskzU="></latexit>

ρk+1
i ← ρki

√
‖rprim‖/‖rdual‖

Step-size update rule

Can we learn the update from data?



Step size choice as a control problem

28

Stage cost Cumulative cost 
<latexit sha1_base64="zH29gbMzVP/gZ0BC5U6cGkCyvYk="></latexit>

!(s) =

{
1 PM UV[ JVU]LYNLK
0 PM JVU]LYNLK

<latexit sha1_base64="YB2Kc3VQh8h7FpEsE3/Gb9LJz5c="></latexit>

J = E
∞∑

k=1

γk"(sk)

Train with  
Deterministic Policy Gradient (DPG)

Dynamics

controller
Dynamics

algorithm
<latexit sha1_base64="HLfbk4nN6Uo4BEhskTAvG1JP7ss="></latexit>

ρk
<latexit sha1_base64="hGndA2Nd58TLtflR/frnlXtg6bQ="></latexit>

ρ = φ(s)

<latexit sha1_base64="XAKuBfYxYuRiMnbi9MYQRIjICdU="></latexit>

sk+1
<latexit sha1_base64="OJD0WhFWpOiqr1wU4wuIbCdse9U="></latexit>

sk = (xk, zk, yk)
<latexit sha1_base64="9/EaGOdDZ7VMVVPoqt/HddOzVO8="></latexit>

sk+1 = ADMMρ(s
k)



Constraint-wise control policy

29

<latexit sha1_base64="4+1nr4tfmVb++aCmqLhUY/QIeMs="></latexit>

φ(s) =





φc(s1)

φc(s2)
���

φc(sm)





Per-constraint update rule
<latexit sha1_base64="tMSmxscI+STAQStPbZTD4e4lkPU="></latexit>

ρi = φc(si)

<latexit sha1_base64="f3/rrlAab2+QBI3v5QFeYtUs5ew="></latexit>

si =




min(zi − li, ui − zi)

(Ax)i − zi
yi





Per-constraint state
slacks
infeasibility
dual variable

Generalize to 
different 

dimensions

Low-dimensional 
state per 
constraint

Small NN 
policy          

        
<latexit sha1_base64="+oasHuNxaR8FS1VENk703KvSsXE="></latexit>

�c(si)



Performance with step size learning
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RLQP (scalar)
RLQP (vector)

Timings for high-accuracy convergence criteria

[Accelerating Quadratic Optimization with Reinforcement Learning.  
Ichnowski, Jain, Stellato, Banjac, Luo, Gonzalez, Stoica, Borrelli, and Goldberg. In prep. (2021)]

Comparable or better performance than interior-point methods 



OSQP summary

31

Embeddable 
(can be division free!)

Supports  
warm-starting

Detects 
infeasibility

Can improve with 
data

Robust

Future work

Algorithms
• Improvements: learning & acceleration

• Semidefinite optimization (SDP)

• Sequential quadratic programming (SQP)

• Mixed-integer optimization

Architecture
• New linear algebra

• New linear system solvers

• New languages



Today’s talk
Data-Driven Embedded Optimization for Control

32

Real-Time Limited resources Reliability

OSQP 
Solver

Learning  
Convex Optimization 

Control Policies

Interpretable  
tuning



Control loop

33

dynamics

Dynamics
<latexit sha1_base64="EncbyA8dkeueZlUJIa1M8DtCaMI="></latexit>

xt+1 = f(xt, ut, wt)

controller

Dynamics
<latexit sha1_base64="KMWLHn8oyim2jrFo+LDz774YNWQ="></latexit>

ut = φ(xt)
<latexit sha1_base64="Bqb/Is8nnj6izX3WQj4LEr2CjN0="></latexit>ut

<latexit sha1_base64="EK1lfWE3cfBiGmczKivFVZVXA40="></latexit>xt
<latexit sha1_base64="c73nre8DYzzA0y/hQBhnKWzpn6I="></latexit>xt+1

<latexit sha1_base64="muwV+e9QgAwFVVQpW+ODf5l86D4="></latexit>

xt Z[H[L
ut PUW\[
wt �YHUKVT� KPZ[\YIHUJL

<latexit sha1_base64="ikoBesbykfpaKTE4VgXWdjqoGzs="></latexit>

�(xt) JVU[YVS WVSPJ`



Explicit vs implicit control policies

34

Explicit
Complete control specification

Implicit (optimization-based)
Designer specifies 

goal and  
requirements

Optimizer 
computes 
the action

Example: LQR Controller
<latexit sha1_base64="ck8dbwmgP2gItcn43yD3d3aK1zw="></latexit>

K`UHTPJZ! xk+1 = Axt +But + wt

Z[HNL JVZ[! xTQx+ uTRu

<latexit sha1_base64="TZkj81ANcscLpVE4FoLh6t1C+V8="></latexit>

ut = HYNTPU
u

uTRu+ (Axt +Bu)TP (Axt +Bu)
<latexit sha1_base64="QLpDqwnOgs3LNJdHlcwJlqFCEPk="></latexit>

= Kxt

Example: PI Controller
<latexit sha1_base64="tmkRbeTacLVdXZ8m2BUoL2NHPrI="></latexit>

ut = �KP et �KI

tX

⌧=0

e⌧



Convex optimization control policies (COCPs)

35

<latexit sha1_base64="o5pFdBjAtHYBshzzzn4J0zkv3gA="></latexit>

ut = HYNTPU
u

f(xt, u, θ)

Z\IQLJ[ [V g(xt, u, θ) ≤ 0

A(xt, θ)u = b(xt, θ)

<latexit sha1_base64="M2JDGev6fDsWwIsWJJDqBq1ARYQ="></latexit>

xt Z[H[L
✓ WHYHTL[LYZ [V [\UL
f, g JVU]L_ M\UJ[PVUZ



Many control policies are COCPs

36

Examples
• Linear Quadratic Regulator (LQR)

• Model predictive control (MPC)

• Actuator allocation

• Resource allocation

• Portfolio trading

Advantages

Interpretable Satisfy 
constraints

Efficient and reliable 
(even division-free: OSQP)

Handle varying 
dynamics



Judging COCPs

37

Given a policy, state and input trajectories form a stochastic process

<latexit sha1_base64="xksSJ2yLIqa/X3UgGvo7+Kugdaw="></latexit>

X = (x0, . . . , xT�1, xT )

U = (u0, . . . , uT�1)

W = (w0, . . . , wT�1)

Trajectories Policy cost

<latexit sha1_base64="unGgCV7FXw9KlePgCJu00vygirU="></latexit>

J(✓) = E (X,U,W )

<latexit sha1_base64="wXFW5j3xCJlukXAnJsBft1oGu20="></latexit>

Ĵ(θ) =
1

K

K∑

i=1

ψ(Xi, U i,W i)

<latexit sha1_base64="W9oR6KYNiOcmGemBDzEG8/kdkkI="></latexit>

(WWYV_PTH[L J(✓) MYVT KH[H �TVU[L JHYSV ZPT\SH[PVU�



COCP Example: dynamic programming

38

Time-separable cost
<latexit sha1_base64="LISiuJx9uvrQMXbRbLd+T6OJlM4="></latexit>

ψ(X,U,W ) =
T−1∑

t=0

g(xt, ut, wt)

<latexit sha1_base64="1trduBwT09GNuxox321UcauatOE="></latexit>

6W[PTHS WVSPJ` HZ T ! 1
<latexit sha1_base64="pitnW403IeIpIAWwBDT1N8oF+08="></latexit>

φ(xt) = HYNTPU
u

E (g(xt, u, wt) + V (f(xt, u, wt)))

Value function

COCP if
<latexit sha1_base64="LvgEvPeiahBrogxzuhQ6B2YPWBo="></latexit>

 f HɉUL PU x HUK u
 g JVU]L_ PU x HUK u
 V PZ JVU]L_



COCP Example: approximate dynamic programming

39

Approximate  
value function

COCP if
<latexit sha1_base64="gw5Vxfnl87+nTP2cyDLeDsMmHww="></latexit>

 f HɉUL PU x HUK u
 g JVU]L_ PU x HUK u
 V̂ PZ JVU]L_<latexit sha1_base64="474LGEFiUCJ64j4N1cSIldMsqcw="></latexit>

�L]LU ^OLU V PZ UV[�

<latexit sha1_base64="dvbJ9+9xcfXscqjG9zTOtHt7GMM="></latexit>

φ(xt) = HYNTPU
u

E
(
g(xt, u, wt) + V̂ (f(xt, u, wt))

)



Controller tuning problem

40

Goal
<latexit sha1_base64="U1JQaD/jtth3LyEhF8lKwJVSj6E="></latexit>

TPUPTPaL J(θ)
Nonconvex 
and difficult  
to solve

Traditional approaches
<latexit sha1_base64="Rp+XLzUZ959VMQ/7vH2zYP2etwA="></latexit>

 /HUK�[\UPUN �ML^ WHYHTL[LYZ� ZPTWSL KLWLUKLUJPLZ�
 +LYP]H[P]L�MYLL TL[OVK �]LY` ZSV^�



Learning scheme
Auto-tuning

41

Stochastic gradient descent
<latexit sha1_base64="ids40Hjb4vrN2EzhpR/0et3m32o="></latexit>

θk+1 = θk − tk∇θĴ(θ
k)

stochastic gradient  
from simulation

step size

Split simulation data in 
training, validation and testing

Generalization
Still get a descent direction 
(common in NN community)

<latexit sha1_base64="8YJD6wnGYN+e8tlKCyagrQvRO9k="></latexit>

5VU KPɈLYLU[PHISL Ĵ(✓)&



Implementation

42

CVXPYLayers
Backpropagate through COCPs 

(differentiate KKT optimality conditions)
[https://github.com/cvxgrp/cvxpylayers/]
[Differentiable convex optimization layers. Agrawal, Amos, Barratt, Boyd, Diamond, and Kolter. NeurIPS 2019]
[Differentiable optimization-based modeling for machine learning. Amos. PhD thesis 2019]

Automatic differentiation

• Build computation graph (simulate)

• Backpropagate using PyTorch

Dynamics
Dynamic

s

<latexit sha1_base64="Bqb/Is8nnj6izX3WQj4LEr2CjN0="></latexit>ut

<latexit sha1_base64="c73nre8DYzzA0y/hQBhnKWzpn6I="></latexit>xt+1
<latexit sha1_base64="7iZcyiOmSw5kVFdx3kWC8LhsT3U="></latexit>

f(xt, ut, wt)

<latexit sha1_base64="zUD/7qkCrpZz8ZDeLRSesWu7DNk="></latexit>xt… …

<latexit sha1_base64="RHy2dy93CkVAr0uqJDjkUdU4zgg="></latexit>wt

<latexit sha1_base64="jgSbi8vRWDfaaN9rOBvGIhux+SQ="></latexit>x0
<latexit sha1_base64="FeU0BzVDMc7l/xKDW4y1B6INCO8="></latexit>xT

<latexit sha1_base64="uLUSD/hjYuLqB63tZROKqdDKG2I="></latexit>

φθ(xt)
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Problem setup

<latexit sha1_base64="Zw6rZV5/cw/zNmH6AJjY91g+oIw="></latexit>

ut = HYNTPU
u

uTRu+ ‖θ(Axt +Bu)‖22
Z\IQLJ[ [V ‖u‖∞ ≤ 1

COCP Policy (QP)

parameters

<latexit sha1_base64="uhJ9L0TYa9NZ1GUMlnjPLuWu+YU="></latexit>

 K`UHTPJZ! xt+1 = Axt +But + wt

 HJ[\H[VY SPTP[! kutk1  1

 Z[HNL JVZ[! xT
t Qxt + uT

t Rut
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Performance

0 20 40 60 80 100
iteration

101

11

12

13

14

15
16
17
18

co
st

COCP

upper bound

lower bound

Standard  
upper/lower bounds 

from SDPs

Hard to generalize 
(other dynamics, 
disturbances, etc)
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true and desired 
velocities

<latexit sha1_base64="+eafWwiUHEU7Tw6XXCwucs0HVdE="></latexit>

δ

<latexit sha1_base64="vED9j83JPWOjrkWYiARISNW0yaU="></latexit>

ψ

<latexit sha1_base64="j/wQljVezIv6jYe6OK82p8Zv4ys="></latexit>

∆s

<latexit sha1_base64="Dooa80oHlpcdmVy7WV1mCSKE030="></latexit>

ψp

<latexit sha1_base64="7NrEf1EGOZD70B0NqCGITGPd+Ao="></latexit>

∆ψ = ψ − ψp

path
<latexit sha1_base64="jjs5UkHNGG57wZ9efzIzbGusQXQ="></latexit>

1/κ

<latexit sha1_base64="BKVkjOPS3HhzzfsL9wKi/14vv/U="></latexit>

L

<latexit sha1_base64="TjkxGlwZ/IWFk5oFDV7BTc270xA="></latexit>

:[H[L! xt = (�st,� t, vt, vdest ,t)
<latexit sha1_base64="yXHkq/JzB8+i4CQwM1O8qJLYNoo="></latexit>

0UW\[! ut = (at, zt)

acceleration

Dynamics
<latexit sha1_base64="nmQcs6G+4h8mh407avSdVhQJ4Ug="></latexit>

xt+1 = f(xt, ut, wt)

lateral deviation heading deviation
path curvature

<latexit sha1_base64="g3Mdr0DvG75YltVJEQeXn1J3bzM="></latexit>

zt = tan(δt)− Lκt

turn
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Stage costtrack velocity

track path

small control  
effort

Constraints

<latexit sha1_base64="xf8gtZBk73ecc/6/JzyEjSY5zOM="></latexit>

|at| ≤ amax
<latexit sha1_base64="kk03JKKO34zU/rZbkggiwAJRSJY="></latexit>

|z + Lκt| ≤ tan(δmax)

maximum  
acceleration

maximum  
turn

<latexit sha1_base64="vjC1SYI2KPgTIFvMmEIT9DBKIFY="></latexit>

(vt − vdest )2 +∆s2t +∆ψ2
t + λ(|at|+ z2t )
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parameters

<latexit sha1_base64="1Ys7uDPXbm8zSALJPwNOg6m2S7E="></latexit>

ut = (at, zt) = φ(xt) = HYNTPU
u

|a|+ z2 + ‖Sy‖22 + qT y

Z\IQLJ[ [V xt = (∆st,∆ψt, vt, vdest ,κt)

u = (a, z)

y = f(xt, u, 0)

|a| ≤ amax

|z + Lκt| ≤ tan(δmax)

next state
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Validation loss Tracking behavior

0 10 20 30 40 50
Iteration k

100

101

102

Lo
ss

Good trajectory in very few 
iterations
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Interpretable

Future work
• Hybrid (mixed-integer) control policies

• Integrate tuning and deployment with  

code generation (e.g., OSQP)

• Stochastic policies with safety-guarantees

Satisfy 
constraints

Handle  varying 
dynamics

Efficient and reliable 
(even division-free: OSQP)

Easy to tune 
from data



Conclusions



Acknowledgements

51

Goran Banjac Paul Goulart Alberto Bemporad

Stephen Boyd Akshay Agrawal Shane Barratt

Ken Goldberg

Francesco BorrelliParas Jain

Jeff Ichnowski



References

52

OSQP

Learning COCPs

[Differentiable convex optimization layers. Agrawal, Amos, Barratt, Boyd, Diamond, and Kolter. NeurIPS 2019]

[Learning Convex Optimization Control Policies. Agrawal, Amos, Barratt, Boyd, and Stellato. L4DC 2020]

[OSQP: An Operator Splitting Solver for Quadratic Programs. Stellato, Banjac, Goulart, Bemporad, and Boyd. Mathematical Programming Computation 2020]

[Infeasibility detection in the alternating direction method of multipliers for convex optimization. Banjac, Goulart, Stellato, and Boyd. Journal of Optimization Theory and 
Applications 2019]

[Embedded code generation using the OSQP solver. Stellato, Banjac, Stellato, Moehle, Goulart, Bemporad, and Boyd. IEEE Conf. on Decision and Control 2017]

[Embedded mixed-integer quadratic optimization using the OSQP solver. Stellato, Naik, Bemporad, Goulart, and Boyd. European Control Conference, 2018]

(osqp.org)

(https://github.com/cvxgrp/cocp)

[Differentiable optimization-based modeling for machine learning. Amos. PhD thesis 2019]

[Accelerating Quadratic Optimization with Reinforcement Learning. Ichnowski, Jain, Stellato, Banjac, Luo, Gonzalez, Stoica, Borrelli, and Goldberg. (in prep) 2021]

http://osqp.org
https://github.com/cvxgrp/cocp


Conclusions

53

bstellato@princeton.edu

@b_stellato

stellato.io

github.com/bstellato

will soon be applied everywhere  

Thanks to

Efficient and 
reliable optimizers

Easy-to-tune 
control policies

Real-time            and       embedded optimization



Backup



Constraint-wise Deep Deterministic Policy Gradient

55

165
166
167
168
169
170
171
172
173
174
175
176
177
178
179
180
181
182
183
184
185
186
187
188
189
190
191
192
193
194
195
196
197
198
199
200
201
202
203
204
205
206
207
208
209
210
211
212
213
214
215
216
217
218
219

Accelerating Quadratic Optimization with Reinforcement Learning

Algorithm 1 DDPG for ⇢̄
Input: exploration noise �, buffer size rs
⇡, Q initialize policy and critic (see DDPG)
D  replay buffer w/ rs
env, s(0)  new QP, its state
for t 2 {0, . . . , T} do

⇢̄
(t)
 ⇡(s(t)) + ✏, ✏ ⇠ N (0,�)

s
(t+1)

, r
(t)
, done(t)  step(env, s(t), a(t))

store (s(t), ⇢(t), r(t), s(t+1)) in D

if done(t) then

env, s(t)  new QP, its state
end if

update ⇡ and Q using data sampled from D

end for

policy to adapt a scalar ⇢̄ and then applies (2) to populate
the coefficients of the ⇢ vector. The second method, which
is more fine grained, learns a policy to adapt individual
components of the ⇢ vector.

Since both the number of variables n and the number of
constraints m can vary from problem to problem, and the
same QP can be written in (n!m!) permutations, we pro-
pose learning policies that are problem size and permutation
invariant. To do this, we provide a permutation-invariant
fixed-size partial observation of the state of the QP solver to
either policy, thus making the policies POMDPs.

4.1. RL Policy for Scalar Adaptation

To speed up convergence of OSQP, we hypothesize that RL
can learn a scalar ⇢̄ adaptation policy that can perform as-
well-as or better than the current handcrafted policy (⇡hc) of
OSQP. The handcrafted policy in OSQP periodically adapts
⇢ by computing a single scalar ⇢̄, then sets the coefficients of
⇢ based on the value of ⇢̄. In both handcrafted and RL cases,
the policy is a function ⇡ : S⇢̄ ! A⇢̄, where S⇢̄ 2 R2 are
the primal and dual residuals stacked into a vector, A⇢̄ 2 R
is the value to set to ⇢̄. One advantage of this approach is that
a simple heuristic can check that the proposed change to ⇢̄

is sufficiently small and avoid a costly matrix factorization.

To compute this policy, ⇡, we use deep-deterministic pol-
icy gradients (DDPG) (Lillicrap et al., 2015), as the ac-
tion space is continuous. We summarize DDPG in Alg. 1.
DDPG learns the parameters ✓ of a policy ⇡✓ network and
critic Q network, where ⇡ determines the action to take and
Q(s, a) = Es0 [r(s, a) + �Ea0⇠⇡[Q(s0, a0)]] is the expected
reward for a given state-action pair following the recursive
Bellman equation. DDPG updates Q by minimizing the loss
on the Bellman equation, and updates the policy network
using a policy gradient (Sutton et al., 1999) of the objective

J(✓) = Es⇠⇡[R(s, a)],

Algorithm 2 Collaborative-agent DDPG for (⇢ vector)
Input: exploration noise �, buffer size rs
⇡, Q initialize policy and critic (see DDPG)
D  replay buffer w/ (rs⇥(mean constraint count))
env, s(0),m new QP, its state, constraint count
for t 2 {0, . . . , T} do

⇢
(t)
i
 ⇡(s(t)

i
) + ✏, ✏ ⇠ N (0,�) for all i 2 [1 . . m]

s(t+1)
, r

(t)
, done(t)  step(env, s(t),⇢(t))

store (s(t)
i
, ⇢

(t)
i
, r

(t)
, s

(t+1)
i

) in D for all i 2 [1 . . m]
if done(t) then

env, s(t),m new QP, its state, constraint count
end if

update ⇡ and Q using data sampled from D

end for

that is,

r✓J = Es⇠D[r✓⇡✓(s)raQ(s, a)|a=⇡(s)]

(Silver et al., 2014), where D is the discounted state visita-
tion distribution.

In RLQP, the “environment” env is an instance of a random-
ized QP problem, and a call to step() applies a change to
⇢̄ (and thus via Eq. 2 to ⇢), advances a QP a fixed number
of ADMM iterations, and returns the updated internal state
s, a reward r, and a termination flag done. In this case, the
internal state s is a vector containing the current primal and
dual residuals of the QP. The reward r is �1 if not done,
and 0 if the QP is solved.

We train with randomized QPs across various problem
classes (Sec. 5) that have solutions guaranteed by construc-
tion. To ensure progress, we set a step limit (not shown in
the algorithm) since bad actions can cause the solver to fail
to converge. During training, we also always adapt ⇢ in each
step and ignore the heuristic adapt/no-adapt policy.

For well-scaled QPs, the residuals and ⇢ can reasonably
range between 10�6 and 106. Since this can cause issues
with training the policy networks, we train the policy net-
work with logs of the residuals, and exponentiate the net-
work’s output to get the action to apply.

4.2. RL Policy for Vector Coefficient Adaptation

For some classes of QPs, the solver can further speed up
convergence by adapting all coefficients of of the vector ⇢,
instead of applying Eq. 2 to a scalar ⇢̄. Conceptually, this
could be accomplished with a policy ⇡vec : SQP ! Avec,
where SQP 2 RO(n+m) is the internal state of the solver
and Avec 2 Rm

+ is the new value for ⇢. However, due
to variation in problem size and permutation, we instead
propose a simplification in which ⇡vec is formulated as a
policy ⇡⇢ : S⇢ ! A⇢ that is applied per coefficient of ⇢.


